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1 Introduction

Optimization is generally understood as the search for a point (optimal solution) in a
decision space. Usually, constraints have to be taken into account during this search. The
optimum point is best in terms of a certain objective. Mathematical formulations and
solutions of optimization problems can be used to systematically design such decision-
making processes. These lecture notes provide an overview of the mathematical formulation
and solution of optimization problems.

We generally differentiate between static and dynamic optimization problems:

• Static optimization problem: Minimization of a function with optimization variables
from a finite-dimensional space (e.g., Euclidean space)

• Dynamic optimization problem: Minimization of a functional with optimization
variables from an infinite-dimensional space (e.g., time functions)

This section illustrates the fundamental difference between static and dynamic opti-
mization problems by means of examples.

1.1 Static Optimization Problems
A static optimization problem is the minimization of a function f(x) subject to certain
constraints, where the optimization variables x come from the Euclidean space Rn.

1.1.1 Mathematical Formulation
The standard formulation of a static optimization problem is

min
x∈Rn

f(x) cost function (1.1a)

u.B.v. gi(x) = 0, i = 1, . . . , p equality constraints (1.1b)
hi(x) ≤ 0, i = 1, . . . , q inequality constraints. (1.1c)

If an optimization problem is given without equality and inequality constraints (1.1b) and
(1.1c), respectively, it is called an unconstrained optimization problem. In the general case,
i.e., taking into account the constraints (1.1b) and (1.1c), it is a constrained optimization
problem.

The set X ⊂ Rn contains points that satisfy the equality and inequality constraints
(1.1b) and (1.1c), respectively.

X =
{

x ∈ Rn | gi(x) = 0, i = 1, . . . , p, hi(x) ≤ 0, i = 1, . . . , q
}

(1.2)
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1.1 Static Optimization Problems Page 3

This set is called the admissible region or feasible region and each point x ∈ X is called
an admissible point or feasible point. Thus, the static optimization problem (1.1) can also
be written in the equivalent form

min
x∈X

f(x) . (1.3)

In case of unconstrained problems, X = Rn holds. X must not be an empty set because
otherwise the optimization problem (1.3) does not have a solution. Another necessary
condition for X can be derived from the equality constraints (1.1b). The p algebraic
restrictions gi(x) = 0 reduce the number of free optimization variables x ∈ Rn to n− p.
Thus, p, the number of equality constraints (1.1b), must not exceed n, the number of
optimization variables x ∈ Rn. Otherwise, the feasible set X may be empty.

In the literature, the formulation as a minimization problem (1.1) or (1.3) is most
commonly used. Note that a maximization problem can also be written as a minimization
problem in the form (1.3):

max
x∈X

f(x) = −
(

min
x∈X

−f(x)
)
.

In addition to the term static optimization, the terms mathematical programming or finite-
dimensional optimization are frequently used. The term programming is to be understood
in the sense of planning rather than in the sense of coding a computer program.

The following classes of static optimization problems are often distinguished:

• Linear programming: The cost function and the constraints are linear (more precisely,
affine).

• Quadratic programming: The cost function is quadratic, while the constraints are
linear (more precisely, affine).

• Nonlinear programming: The cost function or at least one constraint is nonlinear.

• Convex programming: Convexity is a mathematical property that plays a special
role in optimization. An optimization problem is convex if the cost function is a
convex function and if the feasible set is a convex set. For convex optimization
problems, the necessary first-order optimality conditions are also sufficient for a
global optimum.

• Integer programming: All optimization variables are discrete.

• Mixed-integer programming: Both continuous and discrete optimization variables
occur.

1.1.2 Examples
Linear programming is frequently used for economic problems, such as production planning
or investment problems. The following example shows a simple portfolio optimization.

Example 1.1 (Portfolio optimization). An investor wants to invest 10,000 euros prof-
itably and has the choice between three equity funds with different profit expectations
and risk classifications:
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Fund Expected profit/year Risk classification

A 10 % 4
B 7 % 2
C 4 % 1

The investor wants to achieve a profit of at least 600 euros after one year. On
the other hand, he wants to invest his money rather conservatively, i.e., he wants
to invest at least 4,000 euros in Fund C and minimize the risk according to the risk
classification given above. How should the investor allocate the 10,000 euros to meet
these criteria?

First, the optimization variables x1, x2, x3 are introduced, which represent the
percentage of the invested 10,000 euros in funds A, B, C, respectively. Here, x3 can
be replaced by the relationship

x3 = 1− x1 − x2 . (1.4)

The required minimum profit of 600 euros can be expressed by the constraint

10,000
(
0.1x1 + 0.07x2 + 0.04(1− x1 − x2)

) ≥ 600 ⇒ 6x1 + 3x2 ≥ 2 . (1.5)

The minimum investment of 4,000 euros in Fund C leads to

10,000(1− x1 − x2) ≥ 4,000 ⇒ x1 + x2 ≤ 0.6. (1.6)

Furthermore, x1 ≥ 0, x2 ≥ 0 and x3 ≥ 0 must be satisfied. With these constraints
and (1.6) it is also ensured that x1 ≤ 1, x2 ≤ 1 and x3 ≤ 1. The goal is to minimize
the investment risk, which can be expressed by the function

f(x) = 4x1 + 2x2 + (1− x1 − x2) = 1 + 3x1 + x2 . (1.7)

Thus, the static optimization problem can be written in the form

min
x∈R2

f(x) = 1 + 3x1 + x2 (1.8a)

u.B.v. 6x1 + 3x2 ≥ 2 (1.8b)
x1 + x2 ≤ 0.6 (1.8c)

x1 ≥ 0 (1.8d)
x2 ≥ 0 . (1.8e)

Figure 1.1 shows the individual constraints and the feasible set. the contour lines
f(x) = const. of the cost function (1.8a), it can be seen that the optimum x∗ equals
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1.1 Static Optimization Problems Page 5

the corner point of the feasible set X with the lowest value f(x). Thus, the optimal
allocation of 10,000 euros to the individual funds is

x∗
1 = 1

15 , x∗
2 = 8

15 , x∗
3 = 6

15 . (1.9)

x1

x2

1

1

1
3

1
3

1
2

1
2

2
3

2
3

Feasible set X

Optimum x∗

6x1 + 3x2 = 2
x1 + x2 = 0.6

Contour lines f(x) = const.
and descending direction

Figure 1.1: Graphical solution of portfolio optimization problem.

The following example of quadratic programming illustrates the influence of constraints
on optimal solutions.

Example 1.2. Consider the (initially) unconstrained problem

min
x∈R2

f(x) = (x1 − 2)2 + (x2 − 1)2 . (1.10)

The contour lines f(x) = const. of the function f(x) are shown in Figure 1.2 as a
function of the two optimization variables x = [x1 x2]T. Clearly, the minimum
f(x∗) = 0 is located at x∗ = [2 1]T.

To study the influence of different constraints, we first consider an equality constraint
of the form (1.1b)

g(x) = x2 − 2x1 = 0 . (1.11)

This corresponds to an algebraic constraint, implying that only one optimization
variable is freely selectable. Geometrically interpreted, this means that a possible
solution must lie on the line defined by (1.11) (see Figure 1.3). The optimal solution
is the tangential contact point of the line g(x) = 0 and the contour line f(x) = 1.8.
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Fig. 1.2: Graphical representation of
the unconstrained optimization
problem (1.10).
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Fig. 1.3: Graphical representation of the
constrained optimization prob-
lem (1.10), (1.11).

Optimum:
x∗ =

[
1.5 0.5

]T
, f(x∗) = 0.5

x1

x2

1

1

2

2

3

3

f = 0

f = 0.5

f = 1h1(x) = 0

Feasible
set X

Fig. 1.4: Graphical representation of the
constrained optimization prob-
lem (1.10), (1.12).

Optimum: x∗ =
[
1 1

]T
, f(x∗) = 1

x1

x2

1

1

2

2

3

3

f = 0

f = 0.25

f = 1h1(x) = 0

h2(x) = 0

Feasible
set X

Fig. 1.5: Graphical representation of the
constrained optimization prob-
lem (1.10), (1.12), (1.13).

Instead of the equality constraint (1.11), we now consider the inequality constraint

h1(x) = x1 + x2 − 2 ≤ 0 (1.12)
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which restricts the set of feasible points x = [x1 x2]T to the area below the line
h1(x) = 0 (see Figure 1.4). The optimum f(x∗) = 0.5 at x∗ = [1.5 0.5]T is on the
boundary of the feasible set and, as in the previous scenario, lies on a contour line
that intersects the line h1(x) = 0 tangentially.

In addition to the first inequality constraint (1.12), another inequality of the form

h2(x) = x2
1 − x2 ≤ 0 (1.13)

is to be considered, which further reduces the set of admissible points (see Figure 1.5).
The optimal point x∗ = [1 1]T with the minimum f(x∗) = 1 is now at the intersection
of the curves h1(x) = 0 and h2(x) = 0, i.e., both constraints (1.12) and (1.13) are
active.
The above Example 1.2 illustrates the influence of equality and inequality constraints on

the solution (and solvability) of a static optimization problem. The systematic investigation
of static optimization problems and methods for their numerical solution will be discussed
in later sections.

1.2 Dynamic Optimization Problems
In static optimization problems, the optimization variables x are elements of a finite-
dimensional space, usually the Euclidean space Rn. In dynamic optimization, however,
an optimum is searched for in a space of functions of an independent variable. Because
this independent variable is usually the time t, the term dynamic optimization os often
used in this context.

1.2.1 Mathematical Formulation
The general structure of a dynamic optimization problem is

min
u(·)

J(u) = φ(t1, x(t1)) +
∫ t1

t0
l(t, x(t), u(t)) dt cost functional (1.14a)

u.B.v. ẋ = f(t, x, u) system dynamics (1.14b)
x(t0) = x0 initial conditions (1.14c)

ψ(t1, x(t1)) = 0 terminal constraints (1.14d)

hi(x, u) ≤ 0, i = 1, . . . , q inequality constraints. (1.14e)

Here, u ∈ Rm represents the input of the nonlinear system (1.14b) with the state x ∈ Rn.
In addition to the initial conditions (1.14c), terminal constraints of the form (1.14d) are
often given, e.g., to reach a desired state xf at the terminal time t1 (i. e., ψ(t1, x(t1)) =
x(t1)− xf). In practice, inequality constraints (1.14e) often occur, which can represent,
for example, the limitation of a control variable or safety limits of a state.

The task of dynamic optimization is to find an input trajectory u(t), t ∈ [t0, t1] such
that the state trajectory x(t), t ∈ [t0, t1] of the dynamic system (1.14b) with the initial
conditions (1.14c) satisfies the terminal constraints (1.14d), the constraints (1.14e) are
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satisfied, and at the same time the cost functional (1.14a) is minimized. Depending on
whether t1 is given or unknown, the terminal time t1 is either fixed or free, respectively.

In addition to the term dynamic optimization, the terms infinite-dimensional optimiza-
tion, optimal control problem, or dynamic programming are frequently used. The following
examples illustrate the problem and task of dynamic optimization.

1.2.2 Examples

Example 1.3 (Inverted pendulum). A classic problem in control engineering is the
inverted pendulum, which is hinge-mounted on a cart. As an example problem, we
consider the lateral movement of the pendulum

min
u(·),t1

J(u) =
∫ t1

0
1 + c u2 dt , (1.15a)

u.B.v.

[
1 ε cos θ

cos θ 1

][
ẍ

θ̈

]
=
[
εθ̇2 sin θ + u

− sin θ

]
, ε = m/(M + m) (1.15b)

x(0) =
[
0 0 π 0

]T
, x(t1) =

[
1 0 π 0

]T
, (1.15c)

− 1 ≤ u ≤ 1 . (1.15d)

The simplified equations of motion (1.15b) for the states x = [x ẋ θ θ̇]T are
normalized. The input u represents the force acting on the cart and is bounded
by (1.15d). The mass of the pendulum is denoted by m, that of the cart by M .
Figure 1.6 shows an example of the lateral displacement of the pendulum to illustrate
the motion.

PSfrag replacements

−0.5 0 0.5 1 1.5

Figure 1.6: Snapshots of the movement of the inverted pendulum.

The cost functional (1.15a) and thus the character of the optimization problem
depends on the parameter c. For c = 0, the task is to minimize just the terminal
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time t1

J(u) =
∫ t1

0
1 dt = t1 . (1.16)

For c > 0, the input u (and thus the control effort) is also taken into account in
the cost functional.

c = 0 c = 0.25 c = 1

1 2 3 40

0.0
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−0.5Po
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1 2 3 40

2.9
3.1
3.3
3.5

2.7

A
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le
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Time t

1

−1

0
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pu

tu

Figure 1.7: Optimal trajectories for the movement of the inverted pendulum.

Figure 1.7 shows the optimal trajectories for the parameter value ε = 0.5 and for
the values c = 0, c = 0.25, and c = 1. For c = 0, the input u exhibits so-called
bang-bang behavior, while for c > 0 the control amplitudes become smaller and the
required time t1 increases.

This example illustrates that not every optimization problem has a solution,
especially if the terminal time t1 is not fixed. As can be seen from Figure 1.7, the
terminal time t1 increases as the weighting of u2 increases compared to the time-
optimal part in the cost functional (1.15a). If only the control variable u was weighted,
i.e.,

J(u) =
∫ t1

0
u2 dt , (1.17)

the optimization problem would not have a solution because the pendulum motion
would happen infinitely slowly, i.e., with t1 →∞.

Example 1.4 (Goddard rocket [1.1, 1.2]). A classic optimization problem from
aerospace engineering is the maximization of the altitude of a rocket subject to
air drag and gravity. This problem was posed by Robert H. Goddard in 1919 and
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can be written in the normalized form

min
u(·)

− h(t1) (1.18a)

u.B.v. ḣ = v, v̇ = u−D(h, v)
m

− 1
h2 , ṁ = −u

c
, (1.18b)

h(0) = 1, v(0) = 0, m(0) = 1, m(t1) = 0.6 , (1.18c)

0 ≤ u ≤ 3.5 . (1.18d)

The state variables are the altitude h, the velocity v, and the mass m of the rocket.
The air drag D(h, v) depends on the states h and v in the form

D(h, v) = D0 v2e[β(1−h)] . (1.19)

The boundary conditions in (1.18c) include the normalized initial conditions and a
terminal constraint for m(t1), which corresponds to the empty weight of the rocket
without fuel. The input of the system is the thrust u, which must satisfy the
bounds (1.18d).

Figure 1.8 shows the optimal trajectories of the Goddard rocket. The parameter
values used are c = 0.5, D0 = 310, and β = 500. The thrust u(t) is initially maximal
and then has a parabolic profile before the fuel is consumed. This behavior is caused
by the air resistance D(h, v), which decreases with increasing altitude. In the case of
high air resistance, it is therefore not optimal to fly permanently with full thrust.
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Figure 1.8: Trajectories for the Goddard rocket.
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Example 1.5 (Economic model [1.3, 1.4]). Dynamic optimization can also be applied
to economic processes. The following example describes the behavior of a person
who wants to optimize consumption, leisure, and education over the lifespan. The
educational level B and the capital K of the person are described by the following
model.

Ḃ =
Further training︷ ︸︸ ︷

Bεu2u3 −
Forgetting︷︸︸︷

δB , B(0) = B0 (1.20a)
K̇ = iK︸︷︷︸

Interest
+ Bu2g(u3)︸ ︷︷ ︸

Income

− u1︸︷︷︸
Consumption

, K(0) = K0 (1.20b)

The input variables are consumption u1, the ratio of working time to total time u2,
and the ratio of training time to working time u3. The inputs are subject to the
constraints

u1 > 0, 0 ≤ u2 ≤ 1, 0 ≤ u3 < 1. (1.21)

The person’s objective is to maximize consumption, leisure, and education over a
lifespan of t1 = 75 years, which is expressed in the objective functional

J(u) = −Kκ(t1)−
∫ t1

t0
U(t, u1, u2, B)e−ρ t dt , (1.22)

which is to be minimized. The utility function

U(t, u1, u2, B) = α0uα
1 + β0(1− u2)β + γ0tBγ (1.23)

weights the consumption u1, leisure 1−u2, and educational level B, while the terminal
value −Kκ(t1) in (1.22) additionally takes into account the inheritable capital. The
function g(u3) in (1.20b) is given by the parabola g(u3) = 1− (1− a)u3 − au2

3. The
parameter values used are a = 0.3, α = −1, α0 = −1, β = −0.5, β0 = −1, γ = 0.2,
γ0 = 5, κ = 0.2, ρ = 0.01, ε = 0.35, δ = 0.01, i = 0.04, B0 = 1, and K0 = 30.

The optimal trajectories of the educational level B(t) and the capital K(t) are
shown in Figure 1.9. The first 17 years are a learning phase (i.e., u3 = 1). This is
followed by a long working phase of 34 years with a high level of further training,
before the next 10 years (years 52 to 61) are a pure working phase with reduced
working time u2. Retirement begins at the age of 62. The educational level B is
particularly high between the ages of 30 and 60. The capital K is negative during
the first half of life, which corresponds to taking out a loan. In the course of life,
however, this is compensated for by the rising income.
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Figure 1.9: Optimal trajectories for consumer behavior.

1.3 Mathematical Foundations
This section briefly explains some mathematical terms and basic concepts that will
facilitate the understanding of the following chapters.

1.3.1 Infimum and Minimum
Definition 1.1 (Infimum). Let Y ⊂ R be a non-empty set. The infimum of Y,
written as inf Y, denotes the greatest lower bound of Y, i.e., there exists a number
α = inf Y such that

(a) x ≥ α for all x ∈ Y

(b) for all ᾱ > α there exists an x ∈ Y such that x < ᾱ .

If an infimum exists for a non-empty set Y, it does not have to be contained in Y. As
an example, consider the set Y = (0, +∞). In this case, obviously inf Y = 0 /∈ Y.

For the following definition, it is assumed that X ⊂ Rn defined in (1.2) denotes the
admissible set of an optimization problem.

Definition 1.2 (Global and local minima). At the point x∗, the function f(x) has

(a) a local minimum if for some norm || · || there exists an ε > 0 such that
f(x∗) ≤ f(x) for all x ∈ {x ∈ X

∣∣ ||x− x∗|| < ε
}
,

(b) a strict local minimum if for some norm || · || there exists an ε > 0 such that
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f(x∗) < f(x) for all x ∈ {x ∈ X
∣∣ ||x− x∗|| < ε, x ̸= x∗},

(c) a global minimum if f(x∗) ≤ f(x) for all x ∈ X , and
(d) a strict global minimum if f(x∗) < f(x) for all x ∈ X\{x∗}.

Instead of the term strict, the term unique is occasionally used. Note that both x∗ and
f(x∗) are often referred to as minimum. Figure 1.10 shows different types of minima for a
functionwith a scalar argument.

Local

Local, strict

Global, strict

f(x)

xX

Figure 1.10: Different minima of a function f(x) with x ∈ X ⊂ R.

It is emphasized that a point x∗ which minimizes the function f(x) in the set X must
be contained in X . However, a point x, whose function value f(x) equals the infimum
inf{f(x) |x ∈ X} does not have to exist, not even outside of X .

The set of all minima (strictly speaking the set of all points where f(x) attains a
minimum) is often written in the form

G = arg min{f(x) |x ∈ X} (1.24)

where naturally G ⊆ X holds true and G can either be empty or consist of a finite or
infinite number of points. In the case of a strict global minimum in X , the expression
x̄ = arg min{f(x) |x ∈ X} usually refers to the function that returns the point x̄ ∈ X
that globally minimizes the function f(x).

1.3.2 Existence of Minima
Figure 1.11 shows three cases where a minimum does not exist. In Figure 1.11(a), the
infimum of f(x) in the set X = (α, β) is given by f(β). However, because X is not closed
and thus β /∈ X , there is no minimum in this case. In Figure 1.11(b), the left-sided limit
limx→γ− f(x) is the infimum of f(x) in the set X = [α, β]. In this case, a minimum does
not exist due to the discontinuity of f(x). In the last case, Figure 1.11(c), a minimum does
not exist because f(x) is unbounded below in the unconstrained set X = {x ∈ R |x ≥ α}.

The following theorem states sufficient conditions for the existence of a solution of an
optimization problem.
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ααα ββ γ +∞

f(γ)

f(x)f(x)f(x)

xxx

(a) (b) (c)

Figure 1.11: Non-existence of minima.

Theorem 1.1 (Weierstrass extreme value theorem). Let X be a non-empty and
compact (closed and bounded) set and f : X → R be continuous on X . Then the set
of all minima G = arg min{f(x) | x ∈ X} is non-empty and compact.

The proof of this theorem can be found, for example, in [1.5, 1.6]. Theorem 1.1 describes
a sufficient (but not necessary) condition for the existence of an optimal solution. To see
that this condition is not necessary, consider the minimization problem minx∈(−1,1) x2,
where a minimum exists at x = 0 although the set X = (−1, 1) is open and thus not
compact.

1.3.3 Gradient and Hessian
The calculation of first- and second-order derivatives of a cost function f(x) is of funda-
mental importance in optimization. To avoid problems that can arise with discontinuous
functions or discontinuous derivatives (both numerical and theoretical), it is often as-
sumed that all functions of an optimization problem are continuous and sufficiently often
differentiable. Unless otherwise stated, this also applies to this course. The gradient and
the Hessian play an important role in the context of optimization algorithms.

Definition 1.3 (Gradient). Let f : X → R be a continuously differentiable function,
i.e., f ∈ C1. Then

(∇f)(x) =
(

∂f

∂x

)T
=




∂f
∂x1...
∂f

∂xn


 (1.25)

denotes the gradient (i.e., the first partial derivative) of f(x) at the point x =
[x1 . . . xn]T.
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Definition 1.4 (Hessian). Let f : X → R be a twice continuously differentiable
function, i.e., f ∈ C2. Then

(
∇2f

)
(x) =




∂2f
∂x2

1
· · · ∂2f

∂x1∂xn

...
...

∂2f
∂xn∂x1

· · · ∂2f
∂x2

n


 (1.26)

denotes the Hessian or Hessian matrix (i. e., the second partial derivative) of f(x) at
the point x = [x1 . . . xn]T.

In case of a function f(x) with only one scalar argument, the ∇ notation is often replaced
by f ′(x) and f ′′(x).

Continuity of the second partial derivatives implies commutativity, i.e.,

∂2f

∂xi∂xj
= ∂2f

∂xj∂xi
(1.27)

or
(∇2f

)
(x) =

(∇2f
)T(x), meaning that the Hessian is symmetric. Consequently, the

Hessian has purely real eigenvalues. In optimization, it is often important whether the
Hessian is positive (semi-)definite. This property can be examined as follows.

Theorem 1.2 (Definiteness of Matrices). The definiteness of a symmetric matrix
A ∈ Rn×n can be characterized by the following conditions:

Matrix A is
(a)

for all p ∈ Rn

with p ̸= 0 holds

(b)
all n eigen-

values λi are

(c)
for all n leading principal

minors Di holds

positive semidefinite: pTA p ≥ 0 ≥ 0 -

positive definite: pTA p > 0 > 0 Di > 0
negative semidefinite: pTA p ≤ 0 ≤ 0 -

negative definite: pTA p < 0 < 0 (−1)i+1Di < 0

The eigenvalues λi, i = 1, . . . , n of the matrix A are the solutions of the equation

det(λE−A) = 0 , (1.28)
where E represents the identity matrix of dimension n. The leading principal minors Di

are the determinants of the upper left submatrices of A,

D1 = a11, D2 = det
([

a11 a12

a12 a22

])
, . . . , Dn = det







a11 . . . a1n

... . . . ...
a1n . . . ann





, (1.29)

where aij denotes the element row i and column j of A, i.e., A = [aij ]i,j=1,...,n. To
determine the definiteness of a symmetric matrix A, only one of the three conditions
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(a)–(c) in Theorem 1.2 needs to be evaluated. Each of them is necessary and sufficient.
Criterion (c) is also called the Sylvester criterion and cannot be used for semidefinite
matrices.

The positive definiteness of a symmetric matrix A can also be checked using the Cholesky
factorization as an alternative to the conditions (a)–(c) from Theorem 1.2. According to
this method, a symmetric matrix A is positive definite if and only if it can be factorized in
the form A = GGT, where G is a lower triangular matrix with positive diagonal entries.

The gradient and the Hessian are often used in the context of the mean value theorem
(Taylor’s theorem) to approximate functions.

Theorem 1.3 (Mean value theorem, Taylor’s theorem). Let f(x) be a continuously
differentiable function, i.e., f ∈ C1, on a set X containing the line segment [x1, x2],
then there exists a real number α with 0 ≤ α ≤ 1 such that

f(x2) = f(x1) + (x2 − x1)T(∇f)(x1 + α(x2 − x1)) . (1.30)

If the function f(x) is twice continuously differentiable, i.e., f ∈ C2, then there exists
a real number α with 0 ≤ α ≤ 1 such that

f(x2) = f(x1)+(x2−x1)T(∇f)(x1)+ 1
2(x2−x1)T

(
∇2f

)
(x1 +α(x2−x1))(x2−x1) .

(1.31)

1.3.4 Calculation of Derivatives
Various methods can be used to actually calculate derivatives.

Analytic differentiation

If f(x) is given as an analytic expression, derivatives can be calculated directly using
analytic differentiation.

Algorithmic differentiation

In optimization, the cost function f(x) is often not available as a closed analytic expression
but in the form of functions (algorithms) implemented in a computer program. In this
case, algorithmic differentiation, sometimes also called automatic differentiation, offers
a convenient way of calculating derivatives. The method uses the rules of analytic
differentiation (differentiation rules for elementary functions, chain rule, product rule,
sum rule, quotient rule, differentiation rule for inverse functions, etc.) to create a new
computer program that calculates the desired derivatives of f(x). The program steps are
organized in such a way that an efficient and at the same time accurate calculation of the
derivatives is achieved. More information about algorithmic differentiation can be found,
for example, at http://www.autodiff.org or in [1.7].
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Derivative calculation with difference quotients

For an approximate numerical calculation of derivatives, difference quotients can be
computed [1.8]. For a general, sufficiently often differentiable function f(x), examples
for difference quotients are given in Table 1.1. Here, h is the step size and ei is the unit
vector with entry 1 at position i. The table also contains the orders of the errors that can
occur in this approximate calculation of derivatives. Possible errors are the truncation
error and the round-off error, where er is the maximum relative error due to rounding
operations in floating-point arithmetic.

Derivative,
direction

Formula Truncation
error

Round-
off error

1st derivative,
forward (∇f)(x) ≈

[
f(x + hei)− f(x)

h

]

i=1,...,n
O(h) O(erh−1)

1st derivative,
backward (∇f)(x) ≈

[
f(x)− f(x− hei)

h

]

i=1,...,n
O(h) O(erh−1)

1st derivative,
central (∇f)(x) ≈

[
f(x + hei)− f(x− hei)

2h

]

i=1,...,n
O(h2) O(erh−1)

2nd derivative,
forward

(
∇2f

)
(x) ≈ [f(x + hei + hej)− f(x + hei)

− f(x + hej) + f(x)]i,j=1,...,n/h2
O(h) O(erh−2)

2nd derivative,
central

(
∇2f

)
(x) ≈ [f(x + hei + hej)

− f(x + hei − hej)
− f(x− hei + hej)
+ f(x− hei − hej)]i,j=1,...,n/(4h2)

O(h2) O(erh−2)

Table 1.1: Difference quotients.

The deduction of difference quotients and the calculation of the associated truncation
errors can be done using Taylor series expansion at the point x or the mean value theorem
1.3 [1.9]. The truncation error occurs because the Taylor series expansion is truncated at
a certain order and a finite step size h > 0 must be used. Thus, the truncation error is
inherent to the method and occurs even with an exact calculation of the function value
f(x). The round-off error is due to the practically non-exact numerical calculation of f(x),
f(x± hei) and f(x± hei ± hej) when using floating-point arithmetic. As the following
example shows, the round-off error can grow unbounded for h→ 0.
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Example 1.6. As an example, we now derive and calculate the error of the forward
difference quotient to approximate the gradient (first row in Table 1.1). taking into
account the mean value theorem 1.3, a Taylor series expansion of f(x) yields

f(x + hei) = f(x) + h
∂f

∂xi

∣∣∣∣
x

+ h2

2
∂2f

∂x2
i

∣∣∣∣∣
x+αhei

(1.32)

with α ∈ (0, 1). This implies

∂f

∂xi

∣∣∣∣
x

= f(x + hei)− f(x)
h

− h

2
∂2f

∂x2
i

∣∣∣∣∣
x+αhei︸ ︷︷ ︸

Truncation error, O(h)

. (1.33)

Now, assuming that er is the maximum relative error due to the rounding operations
required in floating-point arithmetic when evaluating the functions f(x + hei) and
f(x), the calculated value for the approximation of ∂f/∂xi|x is

f(x + hei)(1 + er)− f(x)(1− er)
h

= f(x + hei)− f(x)
h

+ (f(x + hei) + f(x))er

h︸ ︷︷ ︸
Round-off error, O(erh−1)

(1.34)

in the worst case. The total error is therefore

f(x + hei)− f(x)
h

+ (f(x + hei) + f(x))er

h︸ ︷︷ ︸
Calculated value

− ∂f

∂xi

∣∣∣∣
x︸ ︷︷ ︸

Exact value

= h

2
∂2f

∂x2
i

∣∣∣∣∣
x+αhei

+ (f(x + hei) + f(x))er

h
.

(1.35)

Figure 1.12 shows for this case how the absolute values of truncation, round-off, and
total error depend on h. So there is an optimal step size h to minimize the total
error.

Lecture and Exercise Optimization (WS 2026/2027)
© Steinböck, Automation and Control Institute, TU Wien



1.3 Mathematical Foundations Page 19

Truncation error

Round-off error

Total error

h

Error

Figure 1.12: Absolute values of the errors in the approximation of the gradient by
the forward difference quotient as a function of the step size h.

In Table 1.1 and Example 1.6, only the round-off error due to floating-point arithmetic
in the evaluation of the function f was considered. In fact, such rounding errors also
occur in the calculation of the difference quotients themselves, i.e., for example, in the
computation of

f(x + hei)− f(x)
h

. (1.36)

When calculating the difference in the numerator of this expression, a considerable
loss of accuracy due to cancellation errors can occur [1.10]. When calculating with
floating-point arithmetic, all input quantities, intermediate results of involved elementary
mathematical operations, and final results must be rounded to the number of mantissa
digits. Cancellation refers to the annihilation of leading mantissa digits when subtracting
two (similar) numbers [1.11]. Assuming that calculations are performed with M mantissa
digits and two numbers to be subtracted match in m leading mantissa digits, then only
M − m valid non-zero mantissa digits remain in the result, which directly limits the
achievable accuracy. Thus, the more similar two numbers to be subtracted are, the smaller
M −m becomes, which can lead to useless results when calculating difference quotients in
the case h→ 0.

Example 1.7 (Cancellation error). Consider the calculation

0.123 456− 0.123 455 = 0.000 001 . (1.37)

If only the last digit in the two input quantities is uncertain due to previous rounding
errors, the result 0.000 001 can be completely wrong, i.e., it may not have a single
valid non-zero digit.

In addition to the error orders, rounding errors, and cancellation errors, the respective
computational effort also plays a role in the choice of a difference quotient. For the
approximate calculation of (∇f)(x), one-sided difference quotients require n+1 evaluations
of the function f and the central difference quotient requires 2n such evaluations. In other
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words, for the approximate calculation of (∇f)(x), the computational effort increases with
the order O(n). For the approximate calculation of

(∇2f
)
(x), the computational effort

increases with the order O(n2).

Derivative calculation using complex function evaluation

The following method for approximate derivative calculation is known as the complex step
derivative [1.12, 1.13]. This numerical method is only applicable to holomorphic functions,
which are also called complex differentiable.

Definition 1.5 (Holomorphic function). A function f : X → C with X ⊆ C is called
holomorphic if the limit

lim
h→0

f(z + h)− f(z)
h

∀ z ∈ X (1.38)

with h ∈ C exists.
A function f : X → C of several variables, i.e., X ⊆ Cn, is holomorphic if and only

if it is holomorphic with respect to each single variable while the other variables are
held constant.
The first derivative of a holomorphic real function f(x), i.e., f : Rn → R, can be

approximately calculated with the formula

(∇f)(x) ≈
[ Im(f(x + hIei))

h

]

i=1,...,n
, (1.39)

where h > 0 is a small real step size. To derive (1.39), f(x) is first expanded into a Taylor
series

f(x + hIei) = f(x) + hI ∂f

∂xi

∣∣∣∣
x
− h2

2
∂2f

∂x2
i

∣∣∣∣∣
x
− h3

6 I ∂3f

∂x3
i

∣∣∣∣∣
x+αhIei

(1.40)

with α ∈ (0, 1). Dividing the imaginary part of (1.40) by h, we obtain

∂f

∂xi

∣∣∣∣
x

= Im(f(x + hIei))
h

+h2

6
∂3f

∂x3
i

∣∣∣∣∣
x+αhIei︸ ︷︷ ︸

Truncation error, O(h2)

(1.41)

and thus directly the components of (1.39). In [1.14], similar formulas for the approximate
calculation of second derivatives using complex function evaluation are derived.

Thus, (∇f)(x) can be approximately calculated with only n complex evaluations of
the function f , whereby a truncation error of order O(h2) is achieved. The round-off
error is of order O(erh−1). A key advantage of this method over derivative calculation
with difference quotients is the absence of a cancellation error when calculating the first
derivative (no subtraction of similar numbers required). Hence, h can be chosen very small.
This is generally no the case for higher derivatives. The disadvantage of this method is
the slightly higher numerical effort because complex numbers have to be used. In [1.13],
the relationship between this method and algorithmic differentiation is discussed.
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From the real part of (1.40),

f(x) = Re(f(x + hIei)) +O(h2) (1.42)

can be obtained. So if a derivative ∂f/∂xi is calculated, we also get an approximation for
the value f(x) without additional function evaluations.

1.3.5 Implicit Function Theorem

Theorem 1.4 (Implicit function theorem). Let f : Rn×Rm → Rm be a continuously
differentiable function. If at a point (x̄, ȳ) ∈ Rn ×Rm

f(x̄, ȳ) = 0 (1.43)

and
rank

(
∂f(x̄, y)

∂y

∣∣∣∣
y=ȳ

)
= m (1.44)

are satisfied, there exists an open neighborhood X ⊆ Rn of x̄, an open neighborhood
Y ⊆ Rm of ȳ, and a continuously differentiable function g : X → Y such that

f(x, y) = 0 ⇔ y = g(x) ∀ (x, y) ∈ X × Y (1.45)

holds true.
Therefore, f(x, g(x)) = 0 is satisfied for all x ∈ X . For a given point x, the unique value

g(x) (without explicit knowledge of the function g(x)) can be computed by numerically
solving the equation

f(x, y) = 0 (1.46)

for y. The Jacobian matrix (∇g)(x) ∈ Rn×m can be computed (without explicit knowledge
of the function g(x)) by implicit differentiation in the form

(∇g)(x) = −
(

∂f(x, g(x))
∂x

)T( ∂f(x, y)
∂y

∣∣∣∣
y=g(x)

)−T
. (1.47)

1.3.6 Convexity
The property of convexity is of great importance in optimization and often allows for a
simple (numerical) solution of an optimization problem. The term convex can be applied
to both sets and functions.

1.3.6.1 Convex Sets

Definition 1.6 (Convex set). A set X ⊆ Rn is called convex if for all x, y ∈ X and
all real numbers α with 0 < α < 1 the following holds

(α x + (1− α) y) ∈ X . (1.48)
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(a) Convex (b) Convex (c) Non-convex (d) Non-convex

Figure 1.13: Examples of convex and non-convex sets in R2.

A geometric interpretation of this definition is that a set X ⊆ Rn is convex if and only
if the connecting line between any two points x, y ∈ X is completely contained in X .
Figure 1.13 shows some examples of convex and non-convex sets for the space R2.
Convex sets have the following properties:

(a) The intersection of convex sets is a convex set.

(b) If X ⊆ Rn is a convex set, A ∈ Rm×n is a fixed matrix and b ∈ Rm is a fixed vector,
then the set

{Ax + b |x ∈ X} ⊆ Rm (1.49)

is also convex. In other words, the image of a convex set under an affine transfor-
mation is convex.

(c) If X and Y are convex sets, then the set

{x + y |x ∈ X , y ∈ Y} (1.50)

is also convex.

These properties are important for characterizing the convexity of the feasible set X of
an optimization problem.

1.3.6.2 Convex Functions

Definition 1.7 (Convex and concave functions). Let X ⊆ Rn be a convex set. The
function f : X → R is called convex on X if for all x, y ∈ X and all real numbers α
with 0 ≤ α ≤ 1

f(α x + (1− α) y) ≤ α f(x) + (1− α) f(y) (1.51)

holds true. The function f is called strictly convex if for all α with 0 < α < 1 and
x ̸= y

f(α x + (1− α) y) < α f(x) + (1− α) f(y) (1.52)

holds true. The function f is called (strictly) concave if −f is (strictly) convex.

Definition 1.7 can also be geometrically interpreted: A function f is convex (concave) if
for all x ∈ X , y ∈ X and 0 < α < 1 all function values f(α x + (1−α) y) along the axis f
are below (above) or on the connecting line between (x, f(x)) and (y, f(y)). Figure 1.14
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shows some examples of convex and concave functions for the scalar case. It thus follows
that affine functions are both concave and convex.

f(z)f(z)f(z)f(z)

zzzz xx xxyy yy

(a) Strictly convex (b) Convex (not
strictly)

(c) Concave (d) Neither convex
nor concave

Figure 1.14: Examples of convex and concave functions.

Convex functions have the following properties:

(a) The sum

f(x) =
k∑

i=1
ai fi(x) (1.53)

of convex functions fi(x), i = 1, . . . , k on the convex set X with real coefficients
ai ≥ 0, i = 1, . . . , k is also convex on X .

(b) If the function f(y) is convex on the convex set Y ⊆ Rm and there exist a convex
set X ⊆ Rn, a fixed matrix A ∈ Rm×n, and a fixed vector b ∈ Rm such that

{Ax + b |x ∈ X} ⊆ Y , (1.54)

then the function
f̃(x) = f(Ax + b) (1.55)

is convex on X .

(c) If the function f(x) is convex on the convex set X , the set

{x ∈ X | f(x) ≤ c} (1.56)

is convex for all values c ∈ R, see Figure 1.15.

(d) A continuously differentiable function f ∈ C1 is convex on the convex set X if and
only if the inequality

f(y) ≥ f(x) + (y− x)T(∇f)(x) (1.57)

holds true for all x, y ∈ X . The geometric interpretation of the inequality (1.57) is
that at each point x of a convex function f(x) there exists a so-called supporting
hyperplane (scalar case: supporting tangent line), above or on which f(x) passes.
This is illustrated in Figure 1.16.
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Convex function f(x)

Intersecting plane
f(x) = c

Convex set
{x ∈ R2 | f(x) ≤ c}

x1

x2

f(x)

Fig. 1.15: Convex set resulting from the inter-
section of a convex function f(x)
with the plane f(x) = const.

PSfrag replacements

f(x)

f(z)

f(y)

zx y

f(x) + (y − x)f ′(x)

Fig. 1.16: Supporting tangent line of a
convex function f(z).

(e) A twice continuously differentiable function f ∈ C2 is convex on the convex set X
if and only if the Hessian

(∇2f
)
(x) is positive semidefinite for all x ∈ X . If the

Hessian
(∇2f

)
(x) is positive definite, it follows that the function f(x) is strictly

convex. However, the converse of this statement is invalid, which can be inferred
from the function f(x) = x4. This function is strictly convex but its Hessian at
x = 0 is zero.

Exercise 1.1. Prove the properties (a)–(e) of convex functions. For the proof of
property (e), use the mean value theorem, see Theorem 1.3, in particular (1.31).

Exercise 1.2. Show that the function f(x) = x4
1+x2

1−2x1x2+x2
2 with x = [x1 x2]T ∈

R2 is convex on the entire domain R2.
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2 Static Optimization: Unconstrained Case

In this chapter, unconstrained static optimization problems of the form

min
x∈Rn

f(x) (2.1)

are considered. Sections 2.2 to 2.6 cover numerical methods for solving such optimization
problems. In the following section, optimality conditions are formulated for the problem
(2.1).

2.1 Optimality Conditions

Theorem 2.1 (First-order necessary optimality condition). Let f ∈ C1 be a function
defined on Rn. If x∗ is a local minimum of f on Rn, then

(∇f)(x∗) = 0. (2.2)

Proof. Consider the function g(α) = f(x∗ + αd) with an arbitrary direction d ∈ Rn

and α ≥ 0. For any value α ≥ 0, we have x∗ + αd ∈ Rn, so the function g(α) is
well-defined. This function must have a local minimum at the point α = 0. Expanding
g(α) into a Taylor series around the point α = 0 and truncating after the linear term,
we get

g(α) = g(0) + g′(0)α +O(α2) (2.3)

with g′(0) = dT(∇f)(x∗). The remainder O(α2) decays quadratically to zero, i.e.,
faster than the linear term g′(0)α. If g′(0) < 0, then for sufficiently small α > 0, we
would have g(α)− g(0) < 0, which contradicts the assumption that α = 0 and thus
x∗ is a minimum. Therefore, g′(0) = dT(∇f)(x∗) ≥ 0 must be satisfied. However,
this can only be the case for arbitrary d ∈ Rn if (∇f)(x∗) = 0.

Example 2.1. Consider the optimization problem

min
x∈R2

f(x1, x2) = x2
1 − x1x2 + x2

2 − 3x2 . (2.4)

From the first-order necessary optimality condition according to (2.2)

2x1 − x2 = 0 (2.5a)
−x1 + 2x2 = 3 , (2.5b)
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follows the solution x∗ = [1 2]T. It can be shown with the help of the following
Theorem 2.3 that x∗ in this case is even a strict global minimum.

The optimality condition according to Theorem 2.1 is necessary but not sufficient.
The condition only states that the point in question is an extremal point (also called a
stationary point) and is satisfied equally by a minimum, maximum, or saddle point, see
Figure 2.1.

Saddle point

Maximum

Minimum

(a)
x

f(x)

Saddle point

Contour lines
(b)

x1
x2

f(x1, x2)

Figure 2.1: Examples of stationary points in one and two dimensions.

Theorem 2.2 (Second-order necessary optimality conditions). Let f ∈ C2 be a
function defined on Rn. If x∗ is a local minimum of f on Rn, the conditions

(a) (∇f)(x∗) = 0 (2.6a)

(b)
(
∇2f

)
(x∗) is positive semi-definite (2.6b)

hold true.

Exercise 2.1. Prove Theorem 2.2. Hint: Use the proof of Theorem 2.1 as a guide.

Also Theorem 2.2 only describes necessary optimality conditions, as can be easily seen
by considering the function f(x) = x3. This function has an extremal point at x∗ = 0
(f ′(x∗) = 3(x∗)2 = 0) and although the second derivative f ′′(x∗) = 6x∗ = 0 is positive
semi-definite, x∗ = 0 is not a minimum. The function has a saddle point at x∗ = 0.

We can now state the following sufficient optimality conditions.

Theorem 2.3 (Second-order sufficient optimality conditions). Let f ∈ C2 be a
function defined on Rn. If the conditions

(a) (∇f)(x∗) = 0 (2.7a)

(b)
(
∇2f

)
(x∗) is positive definite (2.7b)

are satisfied, x∗ is a strict local minimum of f on Rn.
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Exercise 2.2. Prove Theorem 2.3.

Example 2.2. For the optimization problem

min
x∈R2

f(x) = x2
1 + ax2

2 − x1x2 (2.8)

we want to characterize the stationary values x∗ as a function of the parameter a ≠ 1
4 .

The gradient and the Hessian of f(x) are

(∇f)(x) =
[

2x1 − x2

2ax2 − x1

]
,
(
∇2f

)
(x) =

[
2 −1
−1 2a

]
. (2.9)

From (∇f)(x∗) = 0, x∗ = [0 0]T follows as the only stationary point. The definite-
ness of the Hessian

(∇2f
)
(x) at x∗ can be investigated with the help of the principal

minors (Sylvester’s criterion, see (c) in Theorem 1.2)

D1 = 2, D2 = 4a− 1 . (2.10)

Thus,
(∇2f

)
(x∗) is positive definite for a > 1

4 and x∗ = [0 0]T represents a strict
minimum. For a < 1

4 we have D1 > 0 and D2 < 0 and
(∇2f

)
(x) is thus indefinite.

In this case, x∗ = [0 0]T is a saddle point, similar to the one shown in Figure 2.1(b)
for a = −1.

The theorems 2.1 to 2.3 only provide statements about local minima. If the function f(x)
is convex or strictly convex, then the following simplified optimality conditions can be
formulated.

Theorem 2.4 (Sufficient optimality condition for convex function). Let f ∈ C1 be a
convex fucntion defined on Rn. If the condition

(∇f)(x∗) = 0 (2.11)

is satisfied, x∗ is a global minimum of f on Rn.

Proof. For any y ∈ Rn, because of the convexity of f(x) with the minimum x∗, the
inequality

f(y) ≥ f(x∗) + (y− x∗)T (∇f)(x∗)︸ ︷︷ ︸
= 0

= f(x∗) (2.12)

is satisfied.
Consequently, for convex functions f(x) the first-order necessary optimality condition
according to Theorem 2.1 is also sufficient.

Theorem 2.5 (Global minima of a convex function). Let f(x) be a convex function
on Rn. The set of all minima G = arg min{f(x) |x ∈ Rn} is convex. Every local
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minimum x∗ ∈ G of f is also a global minimum. If f(x) is strictly convex, then x∗ is
a strict global minimum.

Proof. Assume that c describes the minimum value of f . Then the set G = {x |x ∈
Rn, f(x) ≤ c} is convex according to (1.56), which proves the first part of the
theorem.

The second part of the theorem can be shown by contradiction. Assume that x∗ is
a local minimum but not a global minimum of f on Rn. Then there exists a point
y ∈ Rn that satisfies the inequality f(y) < f(x∗). According to Definition 1.7 for
convex functions, the following holds for all α ∈ [0, 1]

f(αx∗ +(1−α)y) ≤ αf(x∗)+(1−α)f(y) < αf(x∗)+(1−α)f(x∗) = f(x∗) . (2.13)

This shows that with α→ 1 we would find points αx∗ + (1− α)y that are arbitrarily
close to x∗, but whose function values f(αx∗+(1−α)y) are strictly smaller than f(x∗).
This violates the definition of a local minimum at x∗ and therefore contradicts the
assumption. Consequently, a point y ∈ Rn that satisfies the inequality f(y) < f(x∗)
cannot exist and x∗ is a global minimum.

The third part of the Theorem can be shown in a similar way. The assumption
that x∗ is not a strict global minimum, i.e., that there exists a point y ∈ Rn with
y ̸= x∗ which satisfies f(y) = f(x∗) leads to a contradiction for a strictly convex
function f(x).

2.2 Computer-Aided Minimization Methods: Fundamentals
2.2.1 Iterative Descend Methods
Because determining a (locally) optimal point x∗ of (2.1) by analytically solving the
stationarity condition (∇f)(x∗) = 0 from (2.7a) (n nonlinear equations in x∗) is only
possible in rare cases, we generally have to resort to numerical methods when searching for
x∗. Many of the algorithms discussed in this lecture do not find the exact point x∗ directly
or within a finite number of computational steps. They rather generate a sequence {xk}
along which the function f(x) to be minimized decreases, i. e.,

f(xk+1) < f(xk), k = 0, 1, 2, . . . , (2.14)
and that should converge to x∗ at least for k →∞, i. e.,

lim
k→∞

xk = x∗. (2.15)

Such algorithms are also called iterative descent methods, and (2.14) is referred to as the
descent condition. In addition to the question whether an algorithm ensures convergence
to the correct solution x∗, which can be answered by (2.15), we are interested in how
quickly it converges. This question is addressed in the following section.
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2.2.2 Convergence Behavior
We analyze the convergence behavior of iterative descend methods, which generate a
sequence {xk}. If this sequence reaches the optimal point x∗ already after a finite number
of computational steps, the method possesses finite convergence. If this sequence reaches
the optimal point x∗ only for k → ∞, the method possesses asymptotic convergence,
which is primarily discussed below. Even for methods with formally finite convergence, an
analysis of the asymptotic convergence behavior can be of interest because computational
inaccuracies may prevent that the optimal point x∗ is exactly reached after a finite number
of computational steps.

Usually, an analysis of the convergence behavior is carried out based on an error function
e : Rn → R, which satisfies e(x) ≥ 0 for all x ∈ Rn and e(x∗) = 0. The error function can
be, for example, the distance

e(x) = ||x− x∗|| ≥ 0 (2.16a)

in the sense of a norm || · || or the objective function difference

e(x) = f(x)− f(x∗) ≥ 0 (2.16b)

[2.1]. The asymptotic convergence behavior of an algorithm can be analyzed using the
sequence {ek} associated with {xk} with ek = e(xk). First, we define the terms order of
convergence and rate of convergence of a sequence of scalars.

Definition 2.1 (Order of convergence, rate of convergence). Let {ek} be a sequence
of scalars, which asymptotically converges to the limit 0. The order of convergence of
the sequence {ek} is the least upper bound (supremum) for the set of nonnegative
numbers p which satisfy

0 ≤ lim
k→∞

|ek+1|
|ek|p

= µ <∞ . (2.17)

The number µ is called rate of convergence. We distinguish between the following
cases:

• The case p = 1 and µ ∈ (0, 1) is referred to as linear convergence.

• The case p > 1 with µ > 0 or p = 1 with µ = 0 is referred to as superlinear
convergence.

• The case p = 2 with µ > 0 is referred to as quadratic convergence.

• The case p = 3 with µ > 0 is referred to as cubic convergence.

Following this definition, the order of convergence and the rate of convergence describe
the (local) behavior of a sequence for k →∞. Larger values of the order of convergence p
imply that the sequence converges faster because the sequence elements ek (at least for
large values of k) decrease with the p-th power. The same applies to smaller values of the
rate of convergence µ.
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Example 2.3. The sequence {ak} with 0 < a < 1 converges to zero with the order of
convergence p = 1 and the rate of convergence µ = a. Note that the condition

lim
k→∞

ak+1

akp
= lim

k→∞
a1+k(1−p) <∞ (2.18)

is only fulfilled for p ≤ 1. For p = 1 we then get

lim
k→∞

ak+1

ak
= a = µ (2.19)

for the rate of convergence µ.

Exercise 2.3. Show that the sequence {a2k} with 0 < a < 1 converges to 0 with the
order of convergence 2 and the rate of convergence 1.

Example 2.4. The sequence { 1
kk } has the order of convergence 1 because the condition

lim
k→∞

kkp

(k + 1)k+1 = lim
k→∞

k

k + 1

(
k

k + 1

)k

kk(p−1)−1 = lim
k→∞

11
ekk(p−1)−1 <∞ (2.20)

is only fulfilled for p ≤ 1. For p = 1 we then obtain

lim
k→∞

kk

(k + 1)k+1 = lim
k→∞

1
k + 1

(
k

k + 1

)k

= 01
e = µ = 0. (2.21)

Consequently, the sequence { 1
kk } converges superlinearly to zero.

Finally, the question arises whether the observed asymptotic convergence behavior of
an optimization algorithm depends on the chosen error function e(x). It can be shown (cf.
[2.2]) that the order of convergence of an optimization algorithm is largely independent of
the choice of the error function e(x). This is not the case for the rate of convergence.

2.2.3 Termination Criteria
When applying an iterative descend method, it must be decided when an obtained solution
is sufficiently accurate so that the iteration can be terminated. The algorithms make this
decision based on termination criteria [2.1, 2.3, 2.4]. Some examples for such criteria
are given in the following. Typically the first satisfaction of one criterion is sufficient to
terminate the algorithm.

• Change of the cost function value

f(xk−1)− f(xk) ≤ εabs
f + εrel

f |f(xk−1)| (2.22)

• Change of the current point
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||xk − xk−1|| ≤ εabs
x + εrel

x ||xk−1|| (2.23)

• Value of the gradient (see also the first-order necessary optimality condition in
Theorem 2.1)

||(∇f)(xk)|| ≤ εabs
∇f + εrel

∇f ||(∇f)(x0)|| (2.24)

• Number of iterations

k ≥ kmax (2.25)

• Number of function calls

Number of evaluations of f(x) ≥ nmax (2.26)

• Required computation time

tCPU ≥ tCPU,max (2.27)

The last three criteria cause an early, unsuccessful termination of the algorithm. The
scalar parameters εabs

f , εabs
x , εabs

∇f > 0, εrel
f , εrel

x , εrel
∇f ≥ 0 and kmax, nmax, tCPU,max ≫ 0 must

be reasonably chosen.
The most commonly used numerical methods for solving the unconstrained static

optimization problem (2.1) are the so-called line search methods. The following section
gives a brief overview of common line search methods. This is followed by a presentation
of two alternative solution methods for unconstrained static optimization problems, the
trust region method and the direct search method.

2.3 Line Search Methods

Initialization: x0 (initial solution)
k = 0 (initial index)

while xk is not optimal
Choose a suitable search direction sk

Choose an optimal step size according to
αk = arg min

α>0
f(xk + αsk)

xk+1 ← xk + αksk

k ← k + 1
end

Table 2.1: General procedure of a line search method.
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Table 2.1 shows the basic algorithmic structure of a line search method. In iteration
step k, a suitable search direction or descent direction sk is first determined. It should be
chosen in such a way that for a sufficiently little move away from the point xk along this
direction, i.e.,

xk+1 = xk + αksk (2.28)
with a suitable step size αk > 0, the descent condition

(2.14), i.e.,

f(xk+1) = f(xk + αksk) < f(xk) (2.29)
is fulfilled. The optimal step size αk > 0 is then determined by solving the scalar
optimization problem

min
αk>0

g(αk) = f(xk + αksk) . (2.30)

The iteration is repeated until a termination criterion is met.
Figure 2.2 illustrates the principle of line search for one iteration step, a (non-convex)

objective function f(x) with x ∈ R2, and a given search direction sk. In this context,
the name line search method becomes clear because for a given search direction sk, the
optimization task, i.e., choosing the step size αk, is reduced to finding a minimum along a
line.

Contour lines

sk

xk

xk

g(αk)

αk

Figure 2.2: Illustration of choosing the step size according to (2.30).
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2.3.1 Choice of Step Size
2.3.1.1 Interval Bisection Method (’Golden-Section Search’)

The interval bisection method generates a convergent sequence of interval bisections for
the scalar optimization problem (2.30) to (approximately) find the minimum of g(αk).

First, an interval [l0, r0] must be found in which the function g(αk) has exactly one
minimum, see Figure 2.3. This can be achieved, e.g., by starting with a sufficiently small
l0 and successively increasing r0 (starting from l0) until the function value g(r0) starts to
increase. In the following, it is assumed that the function g(αk) is continuous and has
exactly one unique minimum (one strict minimum and no other local minima) in the
interval [l0, r0].

g(αk)

Step j

Step j + 1
lj l̂j r̂j rj

lj+1 l̂j+1 r̂j+1 rj+1

αk

g(r̂j)
g(l̂j)

Figure 2.3: Illustration of the interval bisection method according to the principle of the
’golden-section search’.

At iteration step j, let the interval [lj , rj ] be given, which contains the value α∗
k that

minimizes the function g(αk). Now two new points l̂j and r̂j , lj < l̂j < r̂j < rj , are
selected based on

l̂j = lj + (1− a)(rj − lj)= alj + (1− a)rj (2.31a)
r̂j = lj + a(rj − lj) = (1− a)lj + arj (2.31b)

with the parameter a ∈ (1
2 , 1). Consider the following theorem.

Theorem 2.6 (Interval bisection). Let lj < l̂j < r̂j < rj and let g(αk) be a continuous
function with one unique minimum in the interval [lj , rj ]. If we denote this minimum
by α∗

k ∈ (lj , rj), then α∗
k ∈ [lj , r̂j ] if g(l̂j) ≤ g(r̂j) and α∗

k ∈ [l̂j , rj ] if g(l̂j) ≥ g(r̂j).

Proof. Consider the case g(l̂j) ≤ g(r̂j). Assume that α∗
k > r̂j , then l̂j < α∗

k. Since
g(l̂j) ≤ g(r̂j) and g(α∗

k) ≤ g(r̂j), there must exist a point ᾱk ∈ (l̂j , α∗
k) such that
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g(ᾱk) = maxαk∈[l̂j ,α∗
k

] g(αk), which means that ᾱk describes a local maximum of
g(αk) in the interval [lj , rj ]. However, the existence of a local maximum is impossible
because of the requirement of having one unique minimum of g(αk). For g(l̂j) ≥ g(r̂j),
the proof follows in an analogous way.

According to Theorem 2.6, for the next iteration step j + 1 in case g(l̂j) ≤ g(r̂j),
the outer point rj is discarded and the interval thus becomes [lj+1, rj+1] with lj+1 = lj ,
rj+1 = r̂j , see Figure 2.3. For g(l̂j) ≥ g(r̂j), the interval at iteration step j + 1 becomes
[lj+1, rj+1] with lj+1 = l̂j , rj+1 = rj .

For the further consideration, assume that, as shown in Figure 2.3, g(l̂j) ≤ g(r̂j). The
following steps can be directly transferred to the other case. First, with lj+1 = lj and
rj+1 = r̂j = (1− a)lj + arj , a further iteration is performed to calculate the intermediate
points according to (2.31) in the form

l̂j+1 = alj+1 + (1− a)rj+1 = (1− a + a2)lj + (1− a)arj (2.32a)
r̂j+1 = (1− a)lj+1 + arj+1 = (1− a2)lj + a2rj . (2.32b)

Comparing the coefficients of (2.31a) and (2.32b), it follows that r̂j+1 = l̂j is achieved
exactly if a2 = 1− a is satisfied, i.e., when

a =
√

5− 1
2 ≈ 0.618. (2.33)

This choice of a has the advantage that only one new intermediate point must be calculated
per iteration. Note that the calculation of each intermediate point is associated with an
evaluation of the cost function g(αk). The number 1/a = 1 + a ≈ 1.618 is known as the
ratio of the ’golden ratio’. Table 2.2 summarizes the algorithm.

Finally, the optimal value α∗
k can be obtained either by averaging the last interval

boundaries α∗
k = (lj + rj)/2 or by quadratic interpolation (see the following section)

between the smallest three function values. The interval bisection method is a simple and
robust method but it usually requires more iterations compared to other methods.

2.3.1.2 Quadratic Interpolation

A very efficient method for solving the scalar optimization problem (2.30) consists of fitting
a quadratic interpolation function through three points. This approach is sometimes also
referred to as Newton’s method. It is assumed that the pairwise distinct points αk,1, αk,2
and αk,3 and their function values g1 = g(αk,1), g2 = g(αk,2) and g3 = g(αk,3) are known.
According to Lagrange’s interpolation formula, the quadratic interpolation function q(αk)
through these points is then

q(αk) =
3∑

i=1

(
gi

∏

j ̸=i

αk − αk,j

αk,i − αk,j

)
(2.34)

and the optimal value α∗
k follows in the form
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Initialization: l0, r0 (initial interval containing the minimum)
j = 0 (initial index)
a = 0.618 (golden-ratio parameter)
εlr (termination tolerance)
l̂0 ← al0 + (1− a)r0 (interior points)
r̂0 ← (1− a)l0 + ar0

repeat
if g(l̂j) > g(r̂j)

lj+1 ← l̂j

rj+1 ← rj

l̂j+1 ← r̂j

r̂j+1 ← (1− a)lj+1 + arj+1

else (d. h. g(l̂j) ≤ g(r̂j))
rj+1 ← r̂j

lj+1 ← lj

r̂j+1 ← l̂j

l̂j+1 ← alj+1 + (1− a)rj+1

end if
j ← j + 1

until |rj − lj | ≤ εlr

α∗
k = (lj + rj)/2

Table 2.2: Interval bisection method (’golden-section search’).

α∗
k = 1

2
g1(α2

k,2 − α2
k,3) + g2(α2

k,3 − α2
k,1) + g3(α2

k,1 − α2
k,2)

g1(αk,2 − αk,3) + g2(αk,3 − αk,1) + g3(αk,1 − αk,2) . (2.35)

The value α∗
k calculated in this way should only be accepted as the optimal step size if

the interpolation function q(αk) is strictly convex (only then α∗
k is actually a minimum of

q(αk)) and if the conditions α∗
k > 0, g(α∗

k) ≤ g1, g(α∗
k) ≤ g2, g(α∗

k) ≤ g3, and g(α∗
k) ≤ g(0)

are satisfied.
Exercise 2.4. Show that (2.35) holds true.

2.3.1.3 Heuristic Choice of Step Size

In practice, when choosing the step size, a trade-off between computational effort and
achieved accuracy often has to be made. Inaccuracies can occur, for example, when an
iterative algorithm for determining the optimal step size is terminated prematurely. There
are various heuristic termination criteria that will be briefly explained below. For the
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subsequent considerations, the scalar optimization problem

min
αk>0

g(αk) = f(xk + αksk) , (2.36)

see (2.30), is assumed.

g(αk)

Allowed range αk

(a)

g(0) + ε1g′(0)αk

g(0) + ε2g′(0)αk

g(αk)

Allowed range αk

(b)

g(0) + ε1g′(0)αk

ε2g′(0)

Figure 2.4: Illustration of the Armijo-Goldstein condition (a) and Wolfe condition (b).

Armijo-Goldstein condition: Expanding g(αk) into a Taylor series around αk = 0 and
truncating after the linear term yields

g(αk) ≈ g(0) + g′(0)αk . (2.37)

The Armijo-Goldstein condition chooses the step size αk such that for a fixed ε1, 0 < ε1 < 1,
the inequality

g(αk) ≤ g(0) + ε1g′(0)αk (2.38)
is satisfied. This guarantees that the step size αk is bounded from above. To ensure that
the step size does not become too small, the Armijo-Goldstein condition introduces an
additional parameter ε2 with ε1 < ε2 < 1 and requires that the step size αk satisfies the
inequality

g(αk) > g(0) + ε2g′(0)αk . (2.39)
Figure 2.4(a) illustrates the Armijo-Goldstein condition. In practice, the application of
this condition often starts by choosing an (arbitrary) initial value for αk. If the inequality
(2.38) is satisfied for this αk, then αk is successively multiplied by the factor ε2/ε1 until
the inequality (2.38) is violated for the first time. The penultimate value of αk is then
chosen as a suitable step size. Conversely, if the initial value of αk does not satisfy the
inequality (2.38), then αk is successively divided by the factor ε2/ε1 until the inequality
(2.38) is satisfied the first time. Typical parameter values are ε1 = 0.1 and ε2 = 0.2.
However, if ε1 is too large, the descent condition becomes too restrictive, i. e. the step size
becomes too small.
Wolfe condition: If the derivatives of the cost function g(αk) can be easily calculated,
the so-called Wolfe condition is a suitable alternative to the Armijo-Goldstein condition.
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An additional parameter ε2 with 0 < ε1 < ε2 < 1 is introduced, and the step size αk is
required to satisfy the inequalities (2.38) and

g′(αk) ≥ ε2g′(0) . (2.40)
Figure 2.4(b) illustrates this situation. Typical values for ε2 are 0.9 when the search
direction sk is determined by Newton’s method or the quasi-Newton method, and 0.1
when sk is determined by the conjugate gradient method.

2.3.2 Choice of Search Direction
2.3.2.1 Gradient Method

In the gradient method, also called the steepest descent method, the search direction sk in
(2.28) is chosen as the negative gradient at the point xk, i. e., the descent direction

sk = −(∇f)(xk) . (2.41)
If g(αk) = f(xk + αksk) is expanded into a Taylor series around the point αk = 0 with sk

according to (2.41),

g(αk) = f(xk + αksk) = f(xk+1) = f(xk)− αk∥(∇f)(xk)∥22 +O
(
α2

k

)
, (2.42)

where O(α2
k) denotes the remainder of quadratic order, it follows that for sufficiently small

αk the descent condition (2.14) is satisfied as long as (∇f)(xk) ̸= 0.
To investigate the convergence properties of the gradient method in more detail, consider

the quadratic optimization problem

min
x∈Rn

f(x) = 1
2xTQx− xTb (2.43)

with the symmetric positive definite matrix Q ∈ Rn×n. Because the Hessian
(∇2f

)
(x) = Q

of f(x) is positive definite, it follows from property (e) of convex functions from Section
1.3.6.2 that f(x) is strictly convex. Therefore, based on Theorems 2.1 and 2.5, the strict
global minimum x∗ of f(x) is obtained from the relation

(∇f)(x∗) = g(x∗) = Qx∗ − b = 0 (2.44)

in the form

x∗ = Q−1b . (2.45)
In this case, the iteration formula according to the gradient method is

xk+1 = xk − αkgk with gk = g(xk) = Qxk − b , (2.46)

see (2.28). The optimal step size α∗
k can be calculated by explicitly solving the optimization

problem (2.30), i. e.,

min
αk>0

f(xk + αksk) = 1
2(xk − αkgk)TQ(xk − αkgk)− (xk − αkgk)Tb , (2.47)
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which yields

α∗
k = gT

k gk

gT
k Qgk

. (2.48)

Exercise 2.5. Show that (2.48) holds.

In summary, the gradient method for the quadratic cost function (2.43) can be written
in the form

xk+1 = xk −
gT

k gk

gT
k Qgk

gk , gk = Qxk − b . (2.49)

To study the convergence behavior of the gradient method, it is advantageous to use
(2.45) and consider the error function

e(x) = ||x− x∗||Q =
√

(x− x∗)TQ(x− x∗)

=
√

xTQx− 2xTQx∗ + (x∗)TQx∗ =
√

2f(x) + (x∗)TQx∗
(2.50)

instead of f(x). The minima x∗ of the functions f(x) and e(x) are identical. The vector
norm || · ||Q with a symmetric positive definite matrix Q is also called energy norm.

Lemma 2.1 (On the convergence rate of the gradient method). With the iteration
formula (2.49) of the gradient method, the error function e(x) evolves according to

e(xk+1) =
(

1− (gT
k gk)2

gT
k QgkgT

k Q−1gk

) 1
2

e(xk) . (2.51)

Proof. From (2.45) and (2.49), it follows that

gk = Qxk − b = Q(xk − x∗) (2.52)

and consequently
e(xk) =

√
gT

k Q−1gk . (2.53)

Using these relations and the iteration formula (2.49), (2.51) can now be directly
calculated.

e(xk+1) =
((

xk −
gT

k gk

gT
k Qgk

gk − x∗
)T

Q
(

xk −
gT

k gk

gT
k Qgk

gk − x∗
)) 1

2

=
(

(xk − x∗)TQ(xk − x∗)− (gT
k gk)2

gT
k Qgk

) 1
2

=
(

1− (gT
k gk)2

gT
k QgkgT

k Q−1gk

) 1
2

e(xk)

(2.54)
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To actually obtain the rate of convergence of the gradient method using the error
function e(x), the following lemma is also needed.

Lemma 2.2 (Kantorovich inequality). Let Q ∈ Rn×n be a symmetric positive definite
matrix. For every vector x ∈ Rn with x ̸= 0, the inequality

(
xTx

)2

(xTQx)(xTQ−1x) ≥
4λminλmax

(λmin + λmax)2 (2.55)

holds, where λmin and λmax denote the smallest and largest (real and positive) eigen-
values of the matrix Q.

The proof of Lemma 2.2 is sketched, e. g., in [2.2].

Theorem 2.7 (Convergence of the gradient method for quadratic cost functions).
For any initial value x0 ∈ Rn, the iteration formula (2.49) of the gradient method
converges to the strict global minimum x∗ of the cost function f(x) according to
(2.43). The error function e(x) according to (2.50) converges linearly to 0 with the
convergence rate

e(xk+1) ≤ κ− 1
κ + 1e(xk) . (2.56)

Here, κ = λmax/λmin denotes the spectral condition number of the matrix Q, i. e.,
the ratio of the largest and the smallest (real and positive) eigenvalues λmax and λmin,
respectively, of the matrix Q.

Proof. From Lemmas 2.1 and 2.2, it follows immediately that

e(xk+1) ≤
(

1− 4λminλmax

(λmin + λmax)2

) 1
2

e(xk) = λmax − λmin
λmax + λmin

e(xk) . (2.57)

Theorem 2.7 can be interpreted as follows. Due to the positive definiteness of the
matrix Q, the contour lines (f(x) = konst.) of the cost function (2.43) are n-dimensional
ellipsoids whose axes coincide with the directions of the n pairwise orthogonal eigenvectors
of the matrix Q and whose lengths are inversely proportional to the respective (positive
real) eigenvalues. The gradient (∇f)(xk) is orthogonal to the contour line through the
point xk, see Figures 2.5 and 2.6 for examples with x ∈ R2. If all eigenvalues of Q from
(2.43) are of the same order of magnitude, the gradient method shows good convergence
behavior. In case of λmin = λmax, meaning that κ = 1, the method even converges within
a single step, see Figure 2.5. For poorly conditioned problems (κ very large), the gradient
method can converge very slowly. This behavior is shown in Figure 2.6 and is called
zigzagging.

The gradient method can of course also be applied to non-quadratic cost functions. The
following theorem describes the convergence behavior of the gradient method for these
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Fig. 2.5: Example of a well-conditioned
problem for the gradient
method.

PSfrag replacements
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x2

x∗
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Fig. 2.6: Example of a poorly conditioned prob-
lem for the gradient method.

cases. The proof of this theorem can be found, e. g., in [2.2].

Theorem 2.8 (Convergence of the gradient method for general cost functions). Let
the cost function f ∈ C2 be defined in Rn with x∗ as a local minimum. Assume
that the Hessian

(∇2f
)
(x∗) has the smallest and largest eigenvalues λmin > 0 and

λmax > 0, respectively, and the spectral condition number κ = λmax/λmin. If the
sequence {xk} generated by the gradient method

xk+1 = xk − αk(∇f)(xk) (2.58)

with a suitable step size αk converges to the local minimum x∗, then the sequence
{e(xk)} with e(x) = f(x)− f(x∗) converges linearly to 0 with a rate of convergence
that is

(
κ−1
κ+1

)2
in the best case.

Problems that are poorly conditioned for the gradient method can sometimes be
improved by appropriate scaling or transformation. The idea is based on the fact that
the task of finding a minimum of the cost function f(x) is equivalent to searching for a
minimum of the function h(y) = f(Ty) with x = Ty and a regular matrix T ∈ Rn×n.
Expanding the function h(y) around the optimal point y∗ = T−1x∗ into a Taylor series,

h(y) = h(y∗) + (∇h)T(y∗)(y− y∗) + 1
2(y− y∗)T(∇2h

)
(y∗)(y− y∗) + . . .

= h(y∗) + (∇f)T(x∗)T(y− y∗)

+ 1
2(y− y∗)TTT(∇2f

)
(x∗)T(y− y∗) + . . . ,

(2.59)

shows that by appropriately choosing T the distribution of the eigenvalues of the Hes-
sian
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(∇2h
)
(y∗) = TT(∇2f

)
(x∗)T (2.60)

can be improved compared to the distribution of the eigenvalues of
(∇2f

)
(x∗). From

(2.60), it follows that with the ideal choice T =
(∇2f

)− 1
2 (x∗), the Hessian

(∇2h
)
(y∗) = E

with the identity matrix E ∈ Rn×n would follow and the gradient method would converge
after one step for quadratic optimization problems (cf. Figure 2.5). In practice, this
approach is very similar to Newton’s method, which will be described later. However,
this approach has the disadvantage that the entire Hessian has to be calculated explicitly,
which is often a laborious task.

The advantages and disadvantages of the gradient method can be summarized as follows:

+ simple method
+ Hessian

(∇2f
)
(xk) (computational effort O(n2)) not required, only the gradient

(∇f)(xk) (computational effort O(n)) is needed
+ convergence even for initial values that are further away from the minimum
– slow convergence for poorly conditioned and poorly scaled problems
– only linear order of convergence

2.3.2.2 Conjugate Gradient Method

The conjugate gradient method (abbreviated as CG method) tries to achieve faster
convergence than the gradient method with only slightly increased computational load
and memory requirements. More information on this method can be found, e. g., in [2.2,
2.4–2.6]. Originally, the method was developed for solving high-dimensional quadratic
problems of the form (see also (2.43))

min
x∈Rn

f(x) = 1
2xTQx− xTb (2.61)

and high-dimensional linear systems of equations of the form

0 = Qx− b (2.62)

each with a positive definite matrix Q ∈ Rn×n and an arbitrary vector b ∈ Rn. Because the
cost function (2.61) is strictly convex, (2.62) represents a sufficient first-order optimality
criterion for a strict global minimum. If a linear system of equations

0 = Ax− c (2.63)

with a regular but not positive definite matrix A ∈ Rn×n and an arbitrary vector c ∈ Rn

is to be solved, it can be transformed into

0 = ATAx−ATc (2.64)

by left multiplication with AT. Because ATA is positive definite, (2.64) can also be solved
using the conjugate gradient method.

Before explaining the conjugate gradient method in more detail, some basic principles
are discussed.
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Definition 2.2 (Q-orthogonality). Non-trivial vectors dj , j = 0, . . . , k are called
conjugate with respect to a positive definite matrix Q or Q-orthogonal, if dT

i Qdj =
0 ∀ i ̸= j. The vectors dj , j = 0, . . . , k are then linearly independent.

Contour lines of xTQx

x1

x2

di

dj

di

dj

di

dj

Figure 2.7: Examples of Q-orthogonal vectors for n = 2. Equally colored vectors are
Q-orthogonal.

For Q = E, the concept of Q-orthogonality thus coincides with the classical concept of
orthogonality. In Figure 2.7, equally colored vectors are Q-orthogonal.

Exercise 2.6. Prove that Q-orthogonal vectors dj , j = 0, . . . , k are linearly indepen-
dent.
In the conjugate gradient method, starting from an initial solution x0, the optimal

solution x∗ of the optimization problem (2.61) is iteratively searched for along Q-orthogonal
search directions dj . In each iteration step k, a new point

xk+1 = xk + αkdk (2.65)

with the optimal step size αk is computed. This yields

xk+1 − x0 =
k∑

j=0
αjdj . (2.66)

For the gradient of (2.61), the abbreviation

gk = (∇f)(xk) = Qxk − b (2.67)

is introduced. It will now be shown that the optimal step sizes αj can be calculated with
low mathematical effort. Based on (2.61), (2.66), and the Q-orthogonality of the vectors

Lecture and Exercise Optimization (WS 2026/2027)
© Steinböck, Automation and Control Institute, TU Wien



2.3 Line Search Methods Page 45

dj , if follows that

f(xk) = 1
2


x0 +

k−1∑

j=0
αjdj




T

Q


x0 +

k−1∑

j=0
αjdj


−


x0 +

k−1∑

j=0
αjdj




T

b

= 1
2xT

0 Qx0 − xT
0 b +

k−1∑

j=0

(1
2α2

j dT
j Qdj + αjgT

0 dj

)
.

(2.68)

This shows that the problem decomposes into independent scalar optimization problems
for the step sizes αj . Their solution is

αj = − gT
0 dj

dT
j Qdj

= −
gT

j dj

dT
j Qdj

, (2.69)

where the identity

gT
j dj =


Q


x0 +

j−1∑

i=0
αidi


− b




T

dj = gT
0 dj (2.70)

was used. Thus, if in each iteration step (2.65), the step size αk is chosen according to
(2.69), then xk+1 minimizes the cost function f(xk+1) in the subspace of Rn spanned by
the vectors dj , j = 0, . . . , k. Because the vectors dj , j = 0, . . . , k are linearly independent
(see Definition 2.2), the optimal solution x∗ = xk+1 of the quadratic optimization problem
(2.61) is obtained after a maximum of k + 1 = n iteration steps (finite convergence). The
algorithm of the conjugate gradient method described below shows how the still unknown
vectors dj are chosen.

Theorem 2.9 (Conjugate gradient method). For any initial value x0, the sequence

αk = gT
k gk

dT
k Qdk

(2.71a)

xk+1 = xk + αkdk (2.71b)

βk =
gT

k+1gk+1

gT
k gk

(2.71c)

dk+1 = −gk+1 + βkdk (2.71d)

with gk = Qxk − b and the initial value

d0 = −g0 = b−Qx0 (2.72)

converges to the unique solution x∗ of the quadratic optimization problem (2.61)
within n or less iteration steps. The search directions and gradients constructed in
this iterative manner have the properties

gT
i gj = 0 ∀ i ̸= j (2.73a)

gT
i dj = 0 ∀ i > j (2.73b)
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dT
i Qdj = 0 ∀ i ̸= j . (2.73c)

That is, the gradients are mutually orthogonal, the gradients are orthogonal to all
previous search directions, and the search directions are Q-orthogonal.

Proof. According to the iteration formula (2.71b), the following relation holds for the
gradients.

gk+1 = Qxk+1 − b = Qxk − b + αkQdk = gk + αkQdk (2.74)

In the following, the relations (2.71) and (2.72) are used continuously without explicitly
mentioning them. First, we will show the properties (2.73) by complete induction.
For the base case, using (2.74), we have

gT
0 g1 = gT

0 (g0 + α0Qd0) = gT
0 g0 − dT

0 α0Qd0 = 0 (2.75a)

for (2.73a) and therefore
dT

0 g1 = 0 (2.75b)

for (2.73b). From (2.74) it follows that Qd0 = (g1 − g0)/α0. Using this relation and
(2.75a), the validity of (2.73c) for the base case follows in the form

dT
0 Qd1 = dT

0 Q(−g1 + β0d0) = 1
α0

(g1 − g0)T
(
−g1 −

gT
1 g1

gT
0 g0

g0

)
= 0 . (2.75c)

Based on the induction hypothesis that (2.73) holds for a fixed index i for all j < i,
we now show that (2.73) also holds for all j < i + 1. Here, (2.74) is used several times.
From

gT
i+1gj = (gi + αiQdi)Tgj = gT

i gj + αidT
i Q(−dj + βj−1dj−1) = 0 , (2.76a)

it follows in the first step that (2.73a) holds for all j < i + 1. Using (2.76a) in

gT
i+1dj = gT

i+1(−gj + βj−1dj−1)
= gT

i+1βj−1dj−1 = (gi + αiQdi)Tβj−1dj−1 = 0
(2.76b)

shows in the second step that (2.73b) holds for all j < i + 1. Using (2.76a) in

dT
i+1Qdj = (−gi+1 + βidi)TQdj = −gT

i+1
1
αj

(gj+1 − gj) + βidT
i Qdj

= −gT
i+1gj+1

dT
j Qdj

gT
j gj

+ βidT
i Qdj = 0

(2.76c)

shows in the third step that (2.73c) holds for all j < i + 1. This proves (2.73).
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Because
αk = − gT

k dk

dT
k Qdk

= gT
k (gk − βk−1dk−1)

dT
k Qdk

= gT
k gk

dT
k Qdk

(2.77)

(2.71a) yields the optimal step size according to (2.69). The fact that the conjugate
gradient method converges to the optimal solution x∗ after a maximum of n iteration
steps, given that the step sizes αk are chosen optimally and the vectors dk, k =
0, . . . , n − 1 are Q-orthogonal, already follows from the considerations preceding
Theorem 2.9.

Exercise 2.7. Show that the search directions dk of the conjugate gradient method
according to Theorem 2.9 are descent directions.

Contrary to what the name conjugate gradient method suggests, it is not the local
gradients gk of the cost function that are Q-orthogonal in the sense of Definition 2.2
but rather the search directions dk. According to (2.71d), the vector dk+1 forms a
linear combination of the direction of steepest descent (negative gradient −gk+1) and
the previous search direction dk. The factor βk is chosen according to (2.71c) in such a
way that the Q-orthogonality between dk+1 and all previous search directions is ensured.
Equation (2.71c) is also called the Fletcher-Reeves formula. Alternatively, the so-called
Hestenes-Stiefel formula

βk = (gk+1 − gk)Tgk+1
(gk+1 − gk)Tdk

(2.78)

can be used.
Exercise 2.8. Show the equivalence of (2.71c) and (2.78).

The algorithm of the conjugate gradient method given in Theorem 2.9 entails only
small numerical effort. Specifically, only the matrix-vector product Qdk needs to be
calculated once in each iteration. The effort of this operation is significantly reduced if Q
is sparse. All other computational steps of the conjugate gradient method are elementary
vector operations (inner product of two vectors, scaling of a vector, and sum of vectors).
Moreover, except for the matrix Q, only vectors and scalars need to be stored. As an
alternative to (2.71a), the step size αk can also be determined using one of the methods
described in Section 2.3.1, provided that this method actually yields the optimal step
size. The explicit calculation of the gradient gk according to (2.67) can be replaced by an
iterative calculation according to (2.74). Variations of the algorithm given in Theorem
2.9 can be found, e. g., in [2.4, 2.6, 2.7].

The following theorem (see [2.5, 2.8]) deals with the asymptotic convergence behavior
of the conjugate gradient method.

Theorem 2.10 (Convergence of the conjugate gradient method — quadratic cost
function). For any initial value x0 ∈ Rn, the conjugate gradient method according to
Theorem 2.9 converges to the strict global minimum x∗ of the quadratic cost function
f(x) from (2.61). The error function e(x) according to (2.50) converges linearly to 0

Lecture and Exercise Optimization (WS 2026/2027)
© Steinböck, Automation and Control Institute, TU Wien



2.3 Line Search Methods Page 48

with the convergence rate

e(xk+1) ≤
√

κ− 1√
κ + 1e(xk) , (2.79)

where κ = λmax/λmin again denotes the spectral condition number of the matrix Q.

The conjugate gradient method is a so-called Krylov subspace method. To see this, the
concept of a Krylov subspace is first defined.

Definition 2.3 (Krylov subspace). For a square matrix Q ∈ Rn×n and a vector
g ∈ Rn,

Km(Q, g) = span{g, Qg, . . . , Qm−1g} (2.80)

with m ≤ n is called the Krylov subspace of order m.

A Krylov subspace method solves the linear system of equations 0 = Qx−b iteratively,
starting from an initial solution x0, such that xk−x0 lies in the Krylov subspace Kk(Q, g0)
with g0 = Qx0 − b and that a norm of the residual gk = Qxk − b is minimized. In each
iteration step, the dimension of the Krylov subspace increases by one.

Theorem 2.11 (Conjugate gradient method as a Krylov subspace method). The
conjugate gradient method according to Theorem 2.9 is a Krylov subspace method where,
starting from an initial solution x0, in each iteration step k > 0, the optimization
problem

min
xk∈x0+Kk(Q,g0)

1
2xT

k Qxk − xT
k b (2.81)

with a symmetric positive definite matrix Q, the Krylov subspace

Kk(Q, g0) = span{g0, Qg0, . . . , Qk−1g0}
= span{g0, g1, . . . , gk−1} = span{d0, d1, . . . , dk−1}

, (2.82)

and g0 = Qx0 − b is solved.

Exercise 2.9. Prove (2.82). This is particularly easy using complete induction. The
rest of the proof of Theorem 2.11 follows from the considerations preceding Theorem
2.9.
An occasionally used extension of the algorithm according to Theorem 2.9 is the so-

called partial conjugate gradient method. In this case, only m + 1 < n iteration steps
are performed before the method is reinitialized at the point xm+1 obtained in this way,
i. e., the routine is restarted with the initial values x0 ← xm+1 and d0 = b−Qx0. The
following theorem, which is proven, e. g., in [2.2], describes the asymptotic convergence
behavior of this method.

Theorem 2.12 (Partial conjugate gradient method). Consider the quadratic opti-
mization problem (2.61). If the positive definite matrix Q has n−m eigenvalues in
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the interval [l, r] (l > 0) and m eigenvalues that are greater than r, then the partial
conjugate gradient method, which is restarted after every m + 1 steps, shows the
following convergence behavior for the error function e(x) according to (2.50).

e(xk+1) ≤ r − l

r + l
e(xk) (2.83)

In the sense of this theorem, the point xk+1 is reached from the initial point xk after m + 1
intermediate iterations according to Theorem 2.9. For m = 0 (pure gradient method),
Theorem 2.12 yields the same statements as Theorem 2.7.

If the conjugate gradient method is to be used for non-quadratic cost functions f(x),
then only the substitutions

gk ↔ (∇f)(xk) , Q↔ (∇2f
)
(xk) (2.84)

have to be made in Theorem 2.9. In this case, the algorithm will generally not terminate
after a maximum of n steps. For non-quadratic cost functions f(x), the application
of the partial conjugate gradient method is often beneficial because the property of
Q-orthogonality of the search directions can be increasingly violated as the number of
iterations grows. To avoid the computationally expensive calculation of the Hessian(∇2f

)
(xk), the step size αk can alternatively be determined using one of the methods

described in Section 2.3.1.
The advantages and disadvantages of the conjugate gradient method can be summarized

as follows:

+ simple method, low computational cost and memory requirements, suitable for large
optimization problems

+ only the gradient (∇f)(xk) (computational cost O(n)) is required
+ converges after a maximum of n iteration steps for quadratic optimization problems
– convergence behavior varies depending on the problem, convergence behavior is

better than that of the gradient method

2.3.2.3 Newton’s Method

The idea of Newton’s method is to locally approximate the general cost function f(x)
by a quadratic function and to minimize it. Expanding f(x) = f(xk + sk) into a Taylor
series around the iteration point xk and truncating the series after the quadratic term
yields

f(x) ≈ f(xk) + sT
k (∇f)(xk) + 1

2sT
k

(
∇2f

)
(xk)sk , (2.85)

see Figure 2.8. The so-called Newton direction sk is obtained by minimizing the right-hand
side of (2.85) with respect to sk in the form

sk = −
(
∇2f

)−1
(xk)(∇f)(xk) . (2.86)
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f(x)

xk

xk+1

sk

Quadratic approximation
of f(x) at the point xk

Figure 2.8: Local quadratic approximation of the cost function during a Newton iteration
step (with step size αk = 1).

If the Hessian
(∇2f

)
(x∗) at the minimum is positive definite, the inverse

(∇2f
)−1(xk)

exists in a neighborhood around the minimum and the method is well-defined. The
calculation of sk according to (2.86) does not require an actual inversion of

(∇2f
)
(xk).

The following theorem states the order of convergence of Newton’s method. Its proof can
be found, e. g., in [2.2, 2.5, 2.9].

Theorem 2.13 (Order of convergence of Newton’s method). Let the cost function
f ∈ C3 be defined in Rn with the local minimum x∗. If the Hessian

(∇2f
)
(x∗) is

positive definite and the initial value x0 lies in a sufficiently small neighborhood of
the minimum, then the Newton iteration

xk+1 = xk −
(
∇2f

)−1
(xk)(∇f)(xk) (2.87)

converges to the minimum x∗ with the order of convergence 2.

Exercise 2.10. Show that a Newton iteration step according to (2.87) corresponds
exactly to an iteration step of the Newton-Raphson method for solving the equation

(∇f)(x∗) = 0 , (2.88)

i.e., the necessary first-order optimality condition.

For the practical application of the method, a suitable step size αk is introduced, so
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that the iteration step is

xk+1 = xk − αk

(
∇2f

)−1
(xk)(∇f)(xk) (2.89)

and the descent condition (2.29) is fulfilled. The method is then often called the damped
Newton’s method and αk is called the damping parameter. Sometimes the restriction
αk ≤ 1 is used. It is expected that near the minimum, the optimal step size is αk ≈ 1,
which is why iterative step size searches typically start with the value αk = 1. Strategies
for determining the step size αk have already been explained in Section 2.3.1.

A problem that occasionally arises in this context is the loss of positive definiteness of(∇2f
)
(xk) when xk is too far away from the minimum. Then the right-hand side of (2.85)

has no or no strict minimum and the invertibility of
(∇2f

)
(xk) may be lost. If

(∇2f
)
(xk)

is not positive definite, then instead of (2.89), the iteration step

xk+1 = xk − αkMk(∇f)(xk) , Mk =
((
∇2f

)
(xk) + εkE

)−1
(2.90)

with a suitable positive parameter εk can be used. For εk = 0, the iteration formula (2.90)
reduces to Newton’s method according to (2.87) and, for very large εk, it reduces to the
gradient method according to (2.58). However, choosing a suitable value for εk may not
be straightforward. Typically, εk is successively increased, starting from an initial value
εk > 0, until the matrix

(∇2f
)
(xk) + εkE is positive definite.

Exercise 2.11. Show that Newton’s method converges within a single iteration step
for quadratic cost functions

min
x∈Rn

1
2xTQx− bTx (2.91)

with the positive definite matrix Q, regardless of the starting point x0.

The advantages and disadvantages of Newton’s method can be summarized as follows:

+ order of convergence of 2 if the Hessian
(∇2f

)
(xk) is positive definite, which is

usually the case at least near the minimum x∗

+ convergence behavior better than that of the conjugate gradient method
– poorly suited in regions where

(∇2f
)
(xk) is not positive definite

– computational effort O(n2) for the required Hessian
(∇2f

)
(xk), computational effort

O(n3) for the search direction sk

2.3.2.4 Quasi-Newton Method

One of the main disadvantages of Newton’s method is the computationally expensive
calculation of the Hessian

(∇2f
)
(xk). To avoid this, the quasi-Newton method tries to

iteratively determine the inverse Hessian. For the following, assume that the cost function
f ∈ C2 and the abbreviation gk = (∇f)(xk) are used. Then, a Taylor series expansion
yields the approximation
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gk+1 − gk ≈
(∇2f

)
(xk)pk (2.92)

with pk = xk+1 − xk. Assuming that the Hessian
(∇2f

)
(xk) = K is constant, this

gives

qk = gk+1 − gk = Kpk . (2.93)
If n linearly independent vectors p0, p1, . . . , pn−1 with the corresponding vectors q0, q1, . . . , qn−1
are available, the Hessian can be calculated in the form

K =
[
q0 q1 . . . qn−1

][
p0 p1 . . . pn−1

]−1
. (2.94)

The goal is to iteratively compute the inverse Hessian K−1 in n iteration steps assuming
a constant Hessian K. In each step,

Hk+1qj = pj , j = 0, . . . , k (2.95)

should be satisfied, which implies Hn = K−1. This iterative computation can be done in
different ways, one possibility is described below. Because the Hessian and its inverse are
symmetric, it is natural to use a recursion formula that preserves this symmetry, e. g.,

Hk+1 = Hk + zkzT
k . (2.96)

The dyadic product zkzT
k has rank 1 (for zk ̸= 0), which is why this correction is also

called a rank 1 correction. Substitution of (2.96) into (2.95) gives for j = k

pk = Hk+1qk = Hkqk + zkzT
k qk (2.97)

and after multiplication with qk the scalar product

qT
k pk = qT

k Hkqk + (zT
k qk)2 . (2.98)

From (2.97) and (2.98), it follows that

(pk −Hkqk)(pk −Hkqk)T = zkzT
k qk(zkzT

k qk)T = zkzT
k qkqT

k zkzT
k

= zkzT
k (zT

k qk)2 = zkzT
k qT

k (pk −Hkqk) .
(2.99)

Substituting the resulting expression for zkzT
k into (2.96) yields

Hk+1 = Hk + (pk −Hkqk)(pk −Hkqk)T

qT
k (pk −Hkqk)

. (2.100)

This allows the formulation of the following theorem.

Theorem 2.14 (Quasi-Newton method with rank 1 correction). Assume K is a
constant symmetric matrix and p0, p1, . . . , pk are linearly independent vectors. With
qj = Kpj , j = 0, . . . , k, for any symmetric initial matrix H0 and the iteration formula

Hj+1 = Hj + (pj −Hjqj)(pj −Hjqj)T

qT
j (pj −Hjqj)

, (2.101)
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the relation
pj = Hk+1qj , j = 0, . . . , k (2.102)

holds.

Exercise 2.12. Prove Theorem 2.14 by complete induction. Hint: This proof is
sketched, e.g., in [2.9].

A major disadvantage of the rank 1 correction is that the positive definiteness of Hk+1 is
only guaranteed if qT

k (pk −Hkqk) > 0 holds. For this reason, further iterative correction
formulas for Hk have been developed. Examples are the Davidon-Fletcher-Powell (DFP)
correction formula

Hk+1 =
(

E− HkqkqT
k

qT
k Hkqk

)
Hk

(
E− qkqT

k Hk

qT
k Hkqk

)
+ pkpT

k

qT
k pk

(2.103)

and the slightly more frequently used Broyden-Fletcher-Goldfarb-Shanno (BFGS) correc-
tion formula

Hk+1 =
(

E− pkqT
k

qT
k pk

)
Hk

(
E− qkpT

k

qT
k pk

)
+ pkpT

k

qT
k pk

. (2.104)

Both are called rank 2 correction formulas because the current approximation of the
inverse Hessian is corrected by adding a matrix of rank 2.

Exercise 2.13. Show that the three iteration formulas (2.101), (2.103), and (2.104)
yield Hk+1 = Hk in the case pk = Hkqk (i.e., Hk already fulfills the requirement
(2.95) for Hk+1 with j = k).

Linear combinations of the two correction formulas (2.103) and (2.104) in the form
Hk+1 = ϕHDFP

k+1 + (1− ϕ)HBFGS
k+1 with ϕ ∈ [0, 1] can also be used. All rank 2 correction

formulas obtained in this way belong to the so-called Broyden family. Obviously, these
correction formulas preserve the symmetry of Hk.

Based on the current estimate Hk of the inverse Hessian, the quasi-Newton method
uses a search direction

sk = −Hk(∇f)(xk) . (2.105)
Unlike (2.86) for Newton’s method, (2.105) only requires knowledge of the gradient
(∇f)(xk) and a matrix multiplication. The algorithm of the quasi-Newton method is
summarized in Table 2.3 using the BFGS correction formula.

It can be shown (see [2.1, 2.4, 2.5]) that the correction formulas (2.103) and (2.104)
preserve the positive definiteness of Hk if

qT
k pk > 0 (2.106)

holds. Fulfilling this condition can be ensured by appropriately choosing the step size
αk > 0 in xk+1 = xk + αksk or pk = xk+1 − xk = αksk. For example, if the chosen
step size αk satisfies the Wolfe condition according to Section 2.3.1.3, then (2.106) is

Lecture and Exercise Optimization (WS 2026/2027)
© Steinböck, Automation and Control Institute, TU Wien



2.3 Line Search Methods Page 54

Initialization: H0 (initial value, positive definite matrix)
k = 0 (initial index)
x0 (initial solution)
g0 = (∇f)(x0) (gradient at x0)
εx (threshold for termination criterion)

repeat
Step 1: Calculate the search direction sk = −Hkgk

Step 2: Solve the minimization problem min
αk≥0

f(xk + αksk)

Step 3: xk+1 = xk + αksk

pk = xk+1 − xk = αksk

gk+1 = (∇f)(xk+1)
qk = gk+1 − gk

Step 4: BFGS correction formula

Hk+1 =
(

E− pkqT
k

qT
k pk

)
Hk

(
E− qkpT

k

qT
k pk

)
+ pkpT

k

qT
k pk

k ← k + 1

until ∥xk+1 − xk∥ ≤ εx

Table 2.3: Quasi-Newton method with the BFGS correction formula.

automatically fulfilled. To see this, note that

g′(αk) = gT
k+1sk ≥ ε2g′(0) = ε2gT

k sk (2.107)

with 0 < ε2 < 1 follows from (2.40). Based on this,

qT
k pk = αkqT

k sk = αk(gk+1 − gk)Tsk ≥ αk(ε2 − 1)gT
k sk︸ ︷︷ ︸

> 0
(2.108)

is obtained. The right-hand side of this inequality must be strictly positive (away from
the optimal point x∗) because sk is a descent direction. Thus, (2.106) is fulfilled.

For unconstrained nonlinear optimization problems with a convex cost function f(x),
the quasi-Newton method converges with superlinear order of convergence. For the
unconstrained quadratic optimization problem (2.61), the quasi-Newton method converges
after a maximum of n iteration steps. If the method converges exactly after n iteration
steps in this case, it can be shown (see [2.1]) that Hn =

(∇2f
)−1(x∗) = Q−1, i. e., the

algorithm yields the exact inverse Hessian.
The advantages and disadvantages of the quasi-Newton method can be summarized as

follows:

+ simple method with moderate computational effort
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+ only the gradient (∇f)(xk) (computational cost O(n)) is needed
+ converges after a maximum of n iteration steps for quadratic optimization problems
+ usually superlinear convergence behavior
– matrix Hk must be stored (memory requirement O(n2))

2.3.2.5 Gauss-Newton Method

In the Gauss-Newton method, the computationally complex calculation of the Hessian(∇2f
)
(xk) is replaced by a less computationally expensive approximation. This optimiza-

tion method is only applicable if the cost function f(x) has the structure

f(x) = 1
2∥r(x)∥22 = 1

2

m∑

i=1
r2

i (x) (2.109)

with an arbitrary function r : Rn → Rm. The components ri(x) of r(x) are assumed to
satisfy ri ∈ C2. In this case, the exact Hessian of f(x) is

(
∇2f

)
(x) = (∇r)(x)(∇r)T(x) +

m∑

i=1
ri(x)

(
∇2ri

)
(x) , (2.110)

where the columns of the Jacobian matrix (∇r)(x) ∈ Rn×m contain the gradients (∇ri)(x).

Exercise 2.14. Verify (2.110) starting from (2.109).

In the Gauss-Newton method, the last term in (2.110) is neglected, resulting in the
approximation

(
∇2f

)
(x) ≈ (∇r)(x)(∇r)T(x) . (2.111)

The entailed approximation error is thus small if ri(x) or
(∇2ri

)
(x) ∀ i = 1, . . . , m contain

only values close to zero. For example, if it is known that f(x∗) = 0, then it follows that
ri(x∗) = 0 ∀ i = 1, . . . , m. The case

(∇2ri
)
(x) = 0 ∀ i = 1, . . . , m occurs if r(x) is affine in

x (cf. Exercise 2.15).
Using the gradient (∇f)(x) = (∇r)(x)r(x) and the approximation (2.111), the Gauss-

Newton step is

sk = −((∇r)(xk)(∇r)T(xk))−1(∇f)(xk)
= −((∇r)(xk)(∇r)T(xk))−1(∇r)(xk)r(xk)

(2.112)

and the iteration formula of the Gauss-Newton method is

xk+1 = xk − ((∇r)(xk)(∇r)T(xk))−1(∇r)(xk)r(xk) . (2.113)
In the iteration step k, the Gauss-Newton method thus exactly minimizes the local
quadratic approximation

f(xk) + (∇f)T(xk)(x− xk) + 1
2(x− xk)T(∇r)(xk)(∇r)T(xk)(x− xk) (2.114)

of f(x) at the point xk with respect to x. For the practical application of the method, a
suitable step size αk can be introduced in (2.113), so that the iteration formula is
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xk+1 = xk − αk((∇r)(xk)(∇r)T(xk))−1(∇r)(xk)r(xk) (2.115)
and the descent condition (2.29) is fulfilled. The method is then often called damped
Gauss-Newton method and αk is called damping parameter. Sometimes the restriction
αk ≤ 1 is used.

Note that the calculation of sk according to (2.112) does not actually require an inversion
of (∇r)(xk)(∇r)T(xk). Choosing the search direction according to (2.112) only makes
sense if the n × n matrix (∇r)(x)(∇r)T(x) is positive definite. If it is not positive
definite (or poorly conditioned), similar to Newton’s method, the alternative iteration
formula

xk+1 = xk − αkMk(∇f)(xk) , Mk =
(
(∇r)(xk)(∇r)T(xk) + εkE

)−1
(2.116)

with a suitable positive parameter εk ≥ 0 can be used. The method is then called
(for the case αk = 1) Levenberg-Marquardt method. For εk → 0, the iteration formula
(2.116) reduces to the Gauss-Newton method according to (2.115) and for very large εk

it reduces to the gradient method according to (2.58). Thus, the Levenberg-Marquardt
method combines the behavior of the Gauss-Newton method with that of the gradient
method. Often, the parameter εk is heuristically adapted, starting from a high initial
value. For this purpose, the actual change f(xk+1) − f(xk) of the cost function is
considered. If it is positive (no descent), the step is rejected and εk is increased (behavior
becomes more similar to the gradient method). If it is negative, the step is accepted.
If it also agrees well with the predicted (negative) change (∇f)T(xk)(xk+1 − xk) +
1
2(xk+1 − xk)T(∇r)(xk)(∇r)T(xk)(xk+1 − xk) of the cost function according to (2.114),
εk is decreased (behavior becomes more similar to the Gauss-Newton method). A similar
heuristic, presented in more detail in Section 2.4.

The following theorem provides a statement about the order of convergence of the
Gauss-Newton method. Its proof can be found, e. g., in [2.10].

Theorem 2.15 (Order of convergence of the Gauss-Newton method). Let the cost
function f(x) = 1

2∥r(x)∥22 be given with r ∈ C2 defined in Rn and the local minimum
x∗. If the Jacobian matrix (∇r)(x∗) has full row rank,

∑m
i=1 ri(x∗)

(∇2ri
)
(x∗) = 0

holds, and the initial point x0 lies in a sufficiently small neighborhood of the minimum,
the Gauss-Newton iteration

xk+1 = xk − ((∇r)(xk)(∇r)T(xk))−1(∇r)(xk)r(xk) (2.117)

converges to the minimum x∗ with the order of convergence 2.

If the term ∑m
i=1 ri(x∗)

(∇2ri
)
(x∗) does not equal zero but is small compared to

(∇r)(xk)(∇r)T(xk), then at least linear convergence behavior can be proven. However, if∑m
i=1 ri(x∗)

(∇2ri
)
(x∗) contains large absolute values, the Gauss-Newton method may not

converge [2.10].
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Exercise 2.15. Show that the Gauss-Newton method applied to the optimization
problem

min
x∈Rn

1
2∥r(x)∥22 with r(x) = Ax + b (2.118)

and a full column rank matrix A (this implies m ≥ n) converges to the optimal point
x∗ = −(ATA)−1ATb within a single iteration step (finite convergence), regardless of
the starting point x0.

Cost functions as in (2.118) occur, for example, in the least squares method for a
parametrically linear model (linear regression analysis). Cost functions of the form (2.109)
occur, for example, in the least squares method for a parametrically nonlinear model
(nonlinear regression analysis) [2.11].

Exercise 2.16. Show that the iterative solution of the nonlinear equation

r(x) = 0 (2.119)

with r : Rn → Rn and r ∈ C1 using the Newton-Raphson method corresponds exactly
to the Gauss-Newton method applied to the optimization problem

min
x∈Rn

1
2∥r(x)∥22 . (2.120)

Solution of exercise 2.16. For (2.119) to have a unique solution x∗, (∇r)T(x∗)
must be regular. Because of r ∈ C1, this must also hold true for (∇r)T(xk) in a
neighborhood of x∗. The iteration formula of the Newton-Raphson method is

xk+1 = xk − ((∇r)T(xk))−1r(xk) . (2.121)

The iteration formula (2.113) of the Gauss-Newton method simplifies to

xk+1 = xk − ((∇r)(xk)(∇r)T(xk))−1(∇r)(xk)r(xk)
= xk − ((∇r)T(xk))−1r(xk)

(2.122)

given that (∇r)T(xk) is regular.

The advantages and disadvantages of the Gauss-Newton method can be summarized as
follows:

+ no second derivatives needed, only the Jacobian matrix (∇r)(xk) is required
+ converges in the first iteration step if r(x) is affine in x
+ under certain conditions, quadratic convergence behavior can be achieved
– convergence depends on the particular problem and is not guaranteed
– computational effort O(mn) for the Jacobian matrix (∇r)(xk), computational effort
O(n3) for the search direction sk
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2.4 Trust Region Method
In line search methods, a suitable descent direction (search direction) sk (e.g., the negative
gradient at the point xk according to (2.41) in the gradient method or the Newton direction
according to (2.86) in Newton’s method) is chosen and then the (optimal) step size αk > 0
along this descent direction is determined by the scalar optimization problem (2.30). In
the trust region method, the cost function f(x) to be minimized is approximated in the
neighborhood of xk by a quadratic function mk, i. e.,

f(xk + sk) ≈ mk(sk) = f(xk) + sT
k (∇f)(xk) + 1

2sT
k Bksk (2.123)

with a suitable symmetric matrix Bk. Generally, Bk should be an approximation of the
Hessian

(∇2f
)
(xk) that can be calculated with little effort. The approximation error

associated with mk(sk) is of the order ∥sk∥2 or even ∥sk∥3 if Bk equals the Hessian(∇2f
)
(xk). The trust region is characterized by ∥sk∥2 ≤ ∆k with a scalar parameter ∆k

and defines a neighborhood around the point xk in which the cost function f(xk + sk)
is described by the quadratic function mk(sk) with sufficient accuracy. In each iteration
step, the constrained optimization problem

min
sk∈Rn

mk(sk) = f(xk) + sT
k (∇f)(xk) + 1

2sT
k Bksk (2.124a)

u.B.v. ∥sk∥2 ≤ ∆k (2.124b)

is solved for a suitable value ∆k > 0 and the update xk+1 = xk + sk is used. Note that
(in contrast to most line search methods) the descent direction and the step size are
determined simultaneously.

A major degree of freedom in the design of this method is the choice of ∆k. For this
purpose, in each iteration step, the agreement of the quadratic function mk with the cost
function f is assessed based on the ratio

ρk(sk) = f(xk)− f(xk + sk)
mk(0)−mk(sk) . (2.125)

The numerator term in (2.125) describes the actual reduction of the cost function, while
the denominator term represents the predicted reduction. The denominator is always
greater than or equal to zero because sk minimizes the function mk according to (2.124)
within the trust region. If ρk(sk) < 0, the value of the cost function at the next iteration
point f(xk + sk) would be greater than at the previous iteration point f(xk), which is why
this iteration step is rejected and the trust region is made smaller. If however ρk(sk) ≈ 1,
the trust region can be enlarged because the cost function f(xk) is well described by the
quadratic function in this case. If ρk(sk) is positive and significantly smaller than 1, the
trust region is made smaller in the next step.

An algorithm for the trust region method is listed in Table 2.4. Note that ∆̄ represents
an upper bound for ∆k and that the trust region is only enlarged in the next iteration
step if sk was limited by the boundary of the trust region (condition ∥sk∥2 = ∆k).

Suggestions for the iteration formula of the matrix Bk, which is not shown in Table
2.4, are described, e. g., in [2.1, 2.5, 2.9]. If the cost function f(xk) can be represented in
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Initialization: ∆̄, ∆0 ∈ (0, ∆̄) (trust region: maximum & initial value)
η ∈ [0, 1

4) (parameter)
k ← 0 (initial index)
x0 (initial solution)
εx (threshold for termination criterion)

repeat
mk(sk) according to (2.123) (model)
sk solution of (2.124) (maybe approximately solved)
ρk according to (2.125) (quality of the model)

if ρk < 1
4

∆k+1 ← 1
4∆k (reduction)

else if ρk > 3
4 and ||sk||2 = ∆k

∆k+1 ← min{2∆k, ∆̄} (enlargement)
else

∆k+1 ← ∆k

end if

if ρk > η

xk+1 ← xk + sk (next step)
Bk+1 ← Bk + . . . (approximation of the Hessian)

else
xk+1 ← xk (repeat step with ∆k+1 < ∆k)

end if

k ← k + 1

until ∥xk − xk−1∥2 ≤ εx

Table 2.4: Trust region method.

the form (2.109), i. e., f(x) = 1
2∥r(x)∥22, then Bk can be calculated as defined in (2.111)

for the Gauss-Newton method, i. e., Bk = (∇r)(xk)(∇r)T(xk). With this choice, the
trust region method is exactly equivalent to the Levenberg-Marquardt method [2.10]. To
show this, the inequality constraint in (2.124) is equivalently rewritten, resulting in the
optimization problem

min
sk∈Rn

mk(sk) = f(xk) + sT
k (∇f)(xk) + 1

2sT
k (∇r)(xk)(∇r)T(xk)sk (2.126a)

u.B.v. h(sk) = 1
2
(
sT

k sk −∆2
k

)
≤ 0 . (2.126b)
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Based on Theorem ??, necessary optimality conditions for the constrained optimization
problem (2.126) are

(∇f)(xk) + (∇r)(xk)(∇r)T(xk)s∗
k + ε∗

ks∗
k = 0 (2.127a)

ε∗
k ≥ 0 (2.127b)

ε∗
kh(s∗

k) = 0 . (2.127c)

with a multiplier ε∗
k still to be determined. Using (2.126b) and (2.127), s∗

k and ε∗
k can be

uniquely calculated. This yields

s∗
k = −

(
(∇r)(xk)(∇r)T(xk) + ε∗

kE
)−1

(∇f)(xk) , (2.128)

which exactly corresponds to the Levenberg-Marquardt method (cf. (2.116) with αk = 1).
In the trust region method, the parameter ∆k is chosen. In the Levenberg-Marquardt
method, the parameter εk is chosen. These parameters can be converted into each other
using (2.126b) and (2.127). It holds that εk = 0 for ∆k →∞ and εk →∞ for ∆k → 0.

The so-called dogleg method, summarized in Table 2.5, calculates an approximate
solution of the optimization problem (2.124). It combines the behavior of Newton’s
method with that of the gradient method. If an unconstrained gradient step would cause
an exit from the trust region, sk is chosen by restricting the gradient step to the trust
region. If an unconstrained Newton step does not cause an exit from the trust region, sk is
chosen according to this step. Otherwise, a linear interpolation between the unconstrained
gradient step and the unconstrained Newton step is computed such that xk+1 = xk + sk

lies on the boundary of the trust region.

mk(sk) according to (2.123) (model)
sG,k = − (∇f)(xk)T(∇f)(xk)

(∇f)(xk)TBk(∇f)(xk)(∇f)(xk) (unconstrained gradient step)
if ∥sG,k∥2 ≥ ∆k

sk = ∆k
sG,k

∥sG,k∥2

else
sN,k = −B−1

k (∇f)(xk) (unconstrained Newton step)
if ∥sN,k∥2 ≤ ∆k

sk = sN,k

else
sk = βksG,k + (1− βk)sN,k (interpolation)
with βk ∈ (0, 1) such that ∥sk∥2 = ∆k

end if
end if

Table 2.5: Approximate solution of (2.124) using the dogleg method.

For an example with n = 2, Figure 2.9 shows the contour lines of a local quadratic
function mk(sk) in a neighborhood of xk. The green line contains the approximate
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solutions xk+1 = xk + sk of the dogleg method for different values of ∆k ∈ (0,∞). For
comparison, the red line shows the exact solutions of the optimization problem (2.124)
for different values of ∆k ∈ (0,∞). In the case Bk = (∇r)(xk)(∇r)T(xk), the red line
naturally also coincides with the solutions of the Levenberg-Marquardt method.

Quadratic function mk(sk)

xk

xk + sN,k

xk + sG,kxk+1 based on dogleg method
Exact solution for xk+1

∆k

Trust region

Figure 2.9: Solution of the optimization problem (2.124) during an iteration of the trust
region method, comparison between the exact solution (red) and the dogleg
method (green).

Note 2.1. The solutions of a nonlinear equation

r(x) = 0 (2.129)

with r : Rn → Rn can be calculated by solving the optimization problem

min
x∈Rn

1
2∥r(x)∥22 (2.130)

(see also Exercise 2.16). This possibility for solving nonlinear equations is used by
the Matlab function fsolve from the Optimization Toolbox. The function fsolve uses
the trust region method by default, and it can be chosen between the basic variant,
the dogleg method, and the Levenberg-Marquardt method (see the documentation of
the function in Matlab).

2.5 Direct Search Methods
The so-called derivative-based solution methods, which were considered so far, use the
gradient (∇f)(xk) (and sometimes the Hessian

(∇2f
)
(xk)) to determine a new point xk+1

using a suitable iteration formula. The goal is to achieve a sufficiently large reduction of
the cost function f(xk+1) < f(xk).
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However, in some practical cases, the derivatives required for this approach are not
available or cannot be calculated with reasonable effort because the problem under
consideration is too complex or not continuously differentiable. In this case, so-called direct
or derivative-free search methods can be used, which compute samples of function values
at a series of points and use them to determine a new iteration point xk+1.

The simplex method according to Nelder and Mead is a well-known and simple heuristic
method in nonlinear optimization. It is fundamentally different from the simplex algorithm
in linear programming and should not be confused with it.

(a) Reflection (b) Expansion

(c) Outside contraction (d) Inside contraction (e) Shrinkage

xk,0xk,0 xk,0

xk,0xk,0

xk,1xk,1 xk,1

xk,1xk,1

xk,2xk,2 xk,2

xk,2xk,2

x̂kx̂k

x̂k x̂k

xk,ref

xk,exp
xk,new

xk,new

Figure 2.10: Steps of the Nelder-Mead simplex method for β = 1, γ = 1, and θ = 1/2.

The algorithm is based on the progression of a so-called simplex in the n-dimensional
space of optimization variables. In this context, a simplex is defined as the convex hull
spanned by n + 1 points xk,i, i = 0, . . . , n in the n-dimensional search space (for n = 1
this is a line, for n = 2 a triangle, etc.). The index k refers to the iteration step. In the
following, xk,min and xk,max denote those vertices of the simplex which have the lowest
and highest cost function value f , i.e.,

xk,min = arg min
i=0,...,n

f(xk,i)

xk,max = arg max
i=0,...,n

f(xk,i) .
(2.131)

The centroid x̂k of all vertices of the simplex excluding xk,max is calculated as
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x̂k = 1
n

(
n∑

i=0
xk,i − xk,max

)
. (2.132)

The algorithm is based on the idea of replacing the point xk,max in the simplex with
another point having a lower cost function value. An important first operation is the
calculation of the reflection point

xk,ref = x̂k + (x̂k − xk,max) , (2.133)
which lies on a line through the points xk,max and x̂k such that x̂k is halfway between xk,ref
and xk,max, see Figure 2.10(a). Depending on f(xk,ref) compared to the cost function
values of the other points of the simplex, a new point xk,new is constructed which replaces
the point xk,max in the next iteration step. A basic version of the algorithm is listed in
Table 2.6 and the different steps are visualized in Figure 2.10. Note that the shrinking in
the algorithm according to Table 2.6 is always performed with respect to the vertex xk,min
with the smallest cost function value, i. e., in Figure 2.10(e), xk,0 = xk,min. During the
iteration, the simplex moves towards the optimum and successively contracts. However,
convergence to an optimal point is generally not guaranteed and the simplex method may
converge to a non-optimal point. However, in practice, the simplex method often leads to
good results and acceptable convergence behavior.
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Initialization: x0,i, i = 0, . . . , n (initial simplex)
k ← 0 (iteration index)
β > 0 (reflection coefficient, typically β = 1)
γ > 0 (expansion coefficient, typically γ = 1)
θ ∈ (0, 1) (contraction coefficient, typically θ = 1/2)
εx (threshold for termination criterion)

repeat
xk,min, xk,max according to (2.131) (points with minimum and

maximum cost function values)
x̂k according to (2.132) (centroid)
xk,ref = x̂k + β(x̂k − xk,max) (reflection step, Fig. 2.10(a))
if f(xk,ref) < f(xk,min)

xk,exp = xk,ref + γ(xk,ref − x̂k) (expansion step, Fig. 2.10(b))
if f(xk,exp) < f(xk,ref)

xk,new = xk,exp

else
xk,new = xk,ref (keep reflection point)

end if
else if f(xk,ref) > max

xk,i ̸=xk,max, i=0,...,n
f(xk,i)

if f(xk,max) ≤ f(xk,ref)
xk,new = θxk,max + (1− θ)x̂k (inside contraction, Fig. 2.10(d))

else
xk,new = θxk,ref + (1− θ)x̂k (outside contraction, Fig. 2.10(c))

end if
else

xk,new = xk,ref (keep reflection point)
end if
if f(xk,new) ≥ f(xk,max) (poss. for non-conv. cost functions)

xk+1,i ← 1
2(xk,i + xk,min), i = 0, . . . , n (shrinkage, Fig. 2.10(e))

else
xk,max ← xk,new
xk+1,i ← xk,i, i = 0, . . . , n

end if
k ← k + 1

until maxi=0,...,n∥xk,i − xk,min∥∞ ≤ εx

Table 2.6: Nelder-Mead simplex method.

2.6 Example: Rosenbrock’s "Banana Function"
The Rosenbrock problem
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min
x∈R2

f(x) with f(x) = 100(x2 − x2
1)2 + (x1 − 1)2 (2.134)

is a well-known tutorial optimization problem. Figure 2.11 shows the shape and the
contour lines of the function, which is also called the banana function. The Rosenbrock
problem will be used as an example to numerically analyze the convergence properties of
the discussed methods using Matlab.
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Figure 2.11: Shape and contour lines of Rosenbrock’s banana function.

Exercise 2.17. Verify that the point x∗ = [1 1]T represents a minimum. Is x∗ a
global and strict minimum? Are there other local minima? Are the function f(x)
and the optimization problem (2.134) convex?

For solving unconstrained optimization problems, the Optimization Toolbox of Mat-
lab provides the following functions:

• fminunc: Line search: gradient method, quasi-Newton method
Trust region method: Newton’s method

• fminsearch: Nelder-Mead simplex method.
A recommendable alternative is the freely available Matlab function

• minFunc: Line search: gradient method, conjugate gradient method,
quasi-Newton method, Newton’s method

Table 2.7 shows a comparison of numerical solutions of the Rosenbrock problem (starting
from the initial value x0 = [−1 −1]T) computed using fminunc, fminsearch, and minFunc.
Moreover, Figure 2.13 shows the iteration histories for some of the methods. In the code
listing 2.1 at the end of this section, the Matlab code for the Rosenbrock problem (2.134)
is given. It demonstrates how the individual optimization methods can be called with the
commands fminunc, fminsearch, and minFunc.

The gradient method shows slow convergence. Even after reaching the maximum
number of function evaluations of 200, the minimum is still not found. In Figure 2.12, the
iteration history of the gradient method is shown over the contour lines of the Rosenbrock
function (2.134). The gradient method uses the direction of steepest descent, which is
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Figure 2.12: Iterations of the gradient method.

Method Function Iter. f(x∗) ∥(∇f)(x∗)∥ Function calls
f(x) (∇f)(x)

(
∇2f

)
(x)

LS: gradient method fminunc 57 0.1232 1.1978 200 200 –

LS: conj. gradient method minFunc 28 7.4 · 10−21 7.7 · 10−11 65 65 –

LS: Newton’s method minFunc 20 3.8 · 10−16 7.3 · 10−7 32 32 26

LS: quasi-Newton (BFGS) fminunc 23 5.4 · 10−12 9.2 · 10−6 29 29 –

LS: Gauss-Newton method minFunc 4 1.5 · 10−29 7.8 · 10−15 9 9 –

TR: Newton’s method fminunc 25 2.2 · 10−18 2.1 · 10−8 26 26 26

Nelder-Mead simplex method fminsearch 67 5.3 · 10−10 – 125 – –

Table 2.7: Comparison of numerical methods applied to the Rosenbrock problem (LS=line
search, TR=trust region method).

orthogonal to the respective contour line. The length of the iteration steps decreases
towards the minimum. The low convergence speed has already been illustrated in Figure 2.6
and will be investigated in more detail in the following exercise.

Exercise 2.18. Calculate the rate of convergence of the gradient method according to
Theorem 2.8 at the minimum x∗ = [1 1]T of the Rosenbrock problem (2.134).

The convergence behavior of the quasi-Newton method in Figure 2.13 is significantly
better than that of the gradient method. The Newton’s method (trust region method) in
Figure 2.13 starts initially in the ’wrong’ direction, which can be explained by the quadratic
approximation (2.123) at the starting point x0 = [−1 −1]T, whose minimum is near
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Figure 2.13: Rosenbrock’s banana function: comparison of numerical methods with fmin-
unc, fminsearch, and minFunc.
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x ≈ [−1 1]T. However, the individual steps along the valley of the Rosenbrock function
are significantly larger because Newton’s method explicitly uses the Hessian and does not
rely on an approximation as in the case of the quasi-Newton method. The Gauss-Newton
method shows a very good convergence behavior for the Rosenbrock function. Despite the
approximation of the Hessian, the minimum can be found with a large step size even in
the valley of the cost function. This particularly good behavior is due to the form of the
cost function, which contains dominant terms that are affine in x (cf. Exercise 2.15).

Table 2.7 and Figure 2.13 also show the results of the Nelder-Mead simplex method,
which is implemented in the Matlab function fminsearch. The graphical output of
fminsearch however does not allow to display the individual simplices. The following
exercise investigates the simplex method in more detail to get an impression of the simplex
operations and the robustness of the method.

Exercise 2.19. Write a Matlab function that numerically solves the Rosenbrock
problem (2.134) using the Nelder-Mead simplex method (see the algorithm in Table
2.6). For first simplex, use the vertices

x0,1 =
[
−1
−1

]
, x0,2 = x0,1 + s

[
1
0

]
, x0,3 = x0,1 + s

[
0
1

]
(2.135)

with the side length s = 1. Use the termination condition in Table 2.6 with the
tolerance εf = 10−9 and compare your results with those of fminsearch in Table 2.7.
Graphically display the simplices obtained in the individual iterations. Investigate
the robustness and convergence behavior of the simplex method for different side
lengths s of the initial simplex and different starting points x0,1.

Exercise 2.20. Write a Matlab function that numerically solves the Rosenbrock
problem (2.134) using Newton’s method (line search), see Section 2.3.2.3. Use the
heuristic conditions from Section 2.3.1.3 to choose the step size αk. Compare the
observed performance with the values given in Table 2.7. Graphically display the
individual iterations and vary the starting points x0.

Code Listing 2.1: Matlab code for the Rosenbrock problem (fminunc, fminsearch, min-
Func).

function Xopt = rosenbrock_problem(Xinit,methodQ)
% Xinit: initial point
% methodQ: 1 - fminunc: line search, gradient method
% 2 - fminunc: line search, quasi-Newton method
% 3 - fminunc: trust region method, Newton method
% 4 - fminsearch: direct search, Nelder-Mead simplex method
% 5 - minFunc: line search, conjugate gradient method
% 6 - minFunc: line search, Newton method
% 7 - minFunc: line search, Gauss-Newton method
global old
old = [Xinit; rosenbrock(Xinit)];

% options for fminunc:
opt_fminu = optimoptions('fminunc','Display','iter','PlotFcn',@plot_iterates);
% options for fminsearch:
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opt_fmins = optimset('Display','iter','PlotFcn',@plot_iterates);
% options for minFunc:
opt=struct('display','iter','outputFcn',@(x,state,varargin) plot_iterates(x,[],state));

% Info: 'SpecifyObjectiveGradient' defines that the function which computes the objective value
% also returns the gradient. If the property 'HessianFcn' is set to 'objective', the Hessian
% must also be returned.
switch methodQ

case 1 % fminunc: line search, gradient method
opt_fminu = optimoptions(opt_fminu,'Algorithm','quasi-newton','HessUpdate','steepdesc',...

'SpecifyObjectiveGradient',true);
[Xopt,fopt,exitflag,output] = fminunc(@rosenbrock,Xinit,opt_fminu);

case 2 % fminunc: line search, quasi-Newton method
opt_fminu = optimoptions(opt_fminu,'Algorithm','quasi-newton','HessUpdate','bfgs',...

'SpecifyObjectiveGradient',true);
[Xopt,fopt,exitflag,output] = fminunc(@rosenbrock,Xinit,opt_fminu);

case 3 % fminunc: trust region method, Newton method
opt_fminu = optimoptions(opt_fminu,'Algorithm','trust-region','HessianFcn','objective',...

'SpecifyObjectiveGradient',true);
[Xopt,fopt,exitflag,output] = fminunc(@rosenbrock,Xinit,opt_fminu);

case 4 % fminsearch: direct search, Nelder-Mead simplex method
[Xopt,fopt,exitflag,output] = fminsearch(@rosenbrock,Xinit,opt_fmins);

case 5 % minFunc: line search, conjugate gradient method
figure
opt.Method = 'cg';
[Xopt,fopt,exitflag,output] = minFunc(@rosenbrock,Xinit,opt);

case 6 % minFunc: line search, Newton method
figure
opt.Method = 'newton';
[Xopt,fopt,exitflag,output] = minFunc(@rosenbrock,Xinit,opt);

case 7 % minFunc: line search, Gauss-Newton method
figure
opt.Method = 'newton';
[Xopt,fopt,exitflag,output] = minFunc(@rosenbrock_gauss_newton,Xinit,opt);

end
end

function [f, grad, H] = rosenbrock(x)
grad = [];
H = [];
f = 100*(x(2)-x(1)^2)^2 + (x(1)-1)^2; % Rosenbrock cost function
if nargout>1 % if gradient is requested

grad = [ -400*(x(2)-x(1)^2)*x(1)+2*(x(1)-1);
200*(x(2)-x(1)^2) ];

end
if nargout>2 % if Hessian is requested

H = [ -400*(x(2)-3*x(1)^2)+2, -400*x(1);
-400*x(1), 200 ];

end
end

function [f, grad, H]=rosenbrock_gauss_newton(x)
% Rosenbrock cost function computed as squared norm of a vector function r(x):
% f(x)=100*(x2-x1^2)^2+(x1-1)^2 = 1/2*norm(r(x))^2
% with
% r1(x)=sqrt(200)*(x2-x1^2)
% r2(x)=sqrt(2)*(x1-1)
r=[sqrt(200)*(x(2)-x(1)^2);

sqrt(2)*(x(1)-1)];
f=1/2*norm(r)^2;
if nargout>1

grad_r=[-sqrt(200)*2*x(1),sqrt(2);
sqrt(200),0];
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grad=grad_r*r;
end
if nargout>2

H=grad_r*grad_r';
end

end

function stop = plot_iterates(x,info,state)
global old
f = rosenbrock(x);
switch state % graphical output:

case 'init' % initialization
plot_surface(x,f);
case 'iter' % iteration
plot3([old(1),x(1)],[old(2),x(2)],[old(3),f],'b-o','LineWidth',1);
case 'done' % after last iteration
plot3(x(1),x(2),f,'go','LineWidth',5);

end
stop = false; % no termination
old = [x;f];

end

function plot_surface(x,f)
[X1,X2] = meshgrid(-1.5:0.15:1.5); % surface plot of
F = 100*(X2-X1.^2).^2 + (X1-1).^2; % Rosenbrock cost function
h = surf(X1,X2,F,'EdgeColor',0.6*[1,1,1],'FaceColor','none');
hold on; axis tight;
plot3(x(1),x(2),f,'ko','LineWidth',5); % initial point
plot3(1,1,0,'ro','LineWidth',5); % optimal point
xlabel('x_1'); ylabel('x_2'); zlabel('f')
set(gcf,'ToolBar','figure'); % activate tool bar
set(gca,'Xdir','reverse','Ydir','reverse');
set(gca,'clipping','off');

end
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